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goal: model dense multi-phase  
ISM gas in cosmological setting 

resolution 
particle mass: 3500-7000 Msun 

spatial resolution: 1 - 4 pc 

gas cooling via atoms, molecules, and 9 metals down to 10 K 

star formation in dense self-gravitating molecular clouds 
       nSF > 1000 atoms / cm3

model for gas and star formation

http://www.astrophoto.com/M82.htm

Feedback In Realistic Environments

F RE

star-forming regions

2
Hopkins, Wetzel et al 2018
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model for stellar feedback
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Feedback In Realistic Environments

F RE

Galaxy evolution: interplay 
between infall and outflows

-Outflow of material from galaxies regulate their growth. Outflows are easy to 
see observationally (at least at high-z)!

low-z (emission) high-z (absorption)

Steidel+2010
(see also Rubin+’10 ,Weiner+’09)

NASA (HST, Chandra, Spitzer)

Stacked spectrum of LBGs at z~2.5
M82 starburst

stellar scale

galaxy scale

goal: directly model individual stellar 
populations 
supernovae 

core-collapse (prompt) 
type Ia (delayed) 

stellar radiation 
radiation pressure 
photoionization heating (HII regions) 
photoelectric heating (via dust) 

stellar winds 
massive O & B stars (prompt) 
AGB stars (delayed)

2
Hopkins, Wetzel et al 2018
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self-consistent generation + tracking of 11 abundances 
H, He, C, N, O, Ne, Mg, Si, S, Ca, Fe 

nucleosynthesis (generation of metals) via 
supernovae: core-collapse   Nomoto et al 2006 
supernovae: type Ia   Iwamoto et al 1999 
stellar winds (dominated by O, B, & AGB stars)       
van den Hoek & Groenewegen 1997, Marigo 2001, Izzard 2004 

explicitly model sub-grid turbulent mixing of  
each abundance in gas

model for elemental abundances

http://www.astrophoto.com/M82.htm

Feedback In Realistic Environments

F RE2
Hopkins, Wetzel et al 2018



86 Mpc
6 Mpc

Mvir=1e12 Msun

cosmological zoom-in simulation 
to achieve ultra-high resolution



Gas
real-color SED with 

dust attenuation

magenta: cold (< 104 K) 
green: warm (ionized) 
red: hot (> 106 K)

Stars

http://www.astrophoto.com/M82.htm

Feedback In Realistic Environments

F RE
movie: Shea Garrison-Kimmel

-2 simulation of MW-mass galaxy



simulation suite of MW-mass systems

http://www.astrophoto.com/M82.htm

Feedback In Realistic Environments

F RE-2
Latte suite:   8 isolated MW-mass systems 
ELVIS suite:  2 LG-like pairs (4 halos)
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Gas
real-color SED with 

dust attenuation

Magenta: cold 
Green: warm (ionized) 
Red: hot

50 kpc

Stars
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PROPERTIES OF GAS DISK

COLD ISM + MOLECULAR CLOUDS

Gunjan Lakhlani

(grad student @ U Toronto)

Samantha Benincasa

(postdoc @ UC Davis)
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Gunjan Lakhlani et al in prep

Dame et al 2001

properties of cold ISM

CO brightness temperature 
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Gunjan Lakhlani et al in prep
Samantha Benincasa, Wetzel et al in prep

Samantha Benincasa Research Diary 2019 | March | 25

Figure 3: The largest di↵erences in surface density are in the outer disk. However, for all disks except

m12m, this region is the most “unreliable”.

UC Davis Last modified: March 29, 2019 2

resolving (massive) GMCs

Miville-Deschenes et al 2017
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PROPERTIES AND FORMATION OF 
STELLAR DISK



Mstar = 6x1010 Msun

Milky Way-like galaxy at z = 0
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Xiangcheng Ma, Hopkins, 
Wetzel et al 2016
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vertical height 

Latte simulation

h
thin = 300 pc

hthick =1100 pc

successful formation of ‘thin’ and ‘thick’ 
stellar disk similar to Milky Way
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thick —> thin disk formation

Ma, Hopkins, Wetzel et al 2016

also Brook et al 2004, 2012, Stinson et al 2013, Bird et al 2013, Agertz & Kravtsov 2016, etc

vertical evolution: upside —> down
  radial evolution:  inside —> out 
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ELEMENTAL ABUNDANCE 
PATTERNS IN STELLAR DISK
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Latte simulation: m12f

The Astrophysical Journal, 796:38 (16pp), 2014 November 20 Nidever et al.

Raw Density (S/N>150)

−1.0 −0.5 0.0 0.5
[Fe/H]

−0.1

0.0

0.1

0.2

0.3

[α
/F

e]

1 10

(a)

SF Corrected Density (S/N>150)

−1.0 −0.5 0.0 0.5
[Fe/H]

−0.1

0.0

0.1

0.2

0.3

[ α
/F

e]

100 1000 10000

(b)

Figure 9. Effect of the selection function on the abundance patterns in the [α/Fe] vs. [Fe/H] plane. (a) The raw density of RC stars and (b) the selection function
corrected density of RC stars.
(A color version of this figure is available in the online journal.)
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Figure 10. Left: the [α/Fe] vs. [Fe/H] diagram for our sample of APOGEE RC stars with S/N > 150 (3954 stars). The bimodality in [α/Fe] at low [Fe/H] is clearly
visible and extends over ∼0.6 dex in metallicity. The error bar in the lower left corner shows representative precisions of 0.05 dex in [Fe/H] and 0.027 dex in [α/Fe].
Right: a schematic of our RC [α/Fe] vs. [Fe/H] diagram showing the main features: the low-α group (red), high-α group (blue), and intermediate-α “valley.” The
hashed red/blue shows the overlap region between the low- and high-α stars. The black dots are RC stars with S/N > 150.
(A color version of this figure is available in the online journal.)

3. The region between the α groups is not completely empty.
Stars exist there, but at lower densities than the high/low-
α regions. This statement is still true when examining the
selection function corrected abundances (Figure 9) and the
highest S/N stars, which should have low scatter from
abundance uncertainties.

4. The solar-α group extends over ∼1 dex of metallicity
(−0.6 < [Fe/H] < +0.5) and has a “banana” shape.
This shape is seen in previous studies such as the [Ti/Fe]
abundances in Bensby et al. (2014, their Figure 15.).

The clear [α/Fe] bimodality in the APOGEE data was first
shown by Anders et al. (2014) using the first year data, and we
confirm this result with our cleaner red clump sample and find
that it is not caused by selection effects (Figure 9).

4.2. Spatial Variations

Figure 11 shows the [α/Fe] versus [Fe/H] diagram for our
RC stars broken into nine regions in R and |Z|. The selection
effects have a minor effect in these small spatial regions. The
same general patterns are seen in these panels as were noted in
Figure 10 of all stars, except that the relative contributions of
subpopulations vary. Panels (b), (d), and (e) show the bimodality
most prominently.

The high-α stars lie close to the fiducial gray line (in all
panels). Figure 12 shows δ[α/Fe] (which is [α/Fe] minus the
fiducial line) for stars with S/N > 70, |Z| ! 3 kpc, and
−0.6 ! [Fe/H] ! −0.2 in three Galactic radial bins. A two-
Gaussian fit was performed for each radius, and the means of
the Gaussian around δ[α/Fe] = 0 are shown as dashed lines. The

8

APOGEE: Nidever et al 2014
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stars gas

m12q

origin: gas-rich merger
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this merger event becomes analogue to  
Gaia ‘sausage / Enceladus / enchilada’
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Loebman, Wetzel et al in prep





Andrew Wetzel

nu
m

be
r o

f d
w

ar
f g

ala
xie

s

6 S. Garrison-Kimmel et al.

Figure 2. Galaxy stellar mass functions. The panels indicate the satellite population (left; host distance rhost < 300 kpc), the non-satellite population around
each host (center; rhost = 300 - 1000 kpc, and distance to the paired host rother > 300 kpc where applicable), and (right) the Local Field (distance from either
host reither < 1 Mpc but distance from both hosts rboth > 300 kpc). Thin lines indicate the isolated m12 sample, which are sorted in the legend by host
virial mass. The satellite stellar mass functions are broadly consistent with that of the MW and M31, though even our richest satellite populations slightly
(by a factor of ⇠ 1.2 at 105M�) under-produces that of M31, possibly because our highest mass host is only 1.45⇥ 1012M�. Similarly, the non-satellite
populations around each host are in reasonable agreement with that of the MW and M31, with considerable scatter. The simulated Local Field populations
are also generally consistent with observations, particularly for M⇤ & 5⇥ 105M�; below that, Romeo & Juliet displays a steep upturn relative the LG.
Thelma & Louise, meanwhile, slightly overproduces the Local Field SMF at all masses. We predict a median of 2.5 additional (i.e. undetected) non-satellite
galaxies with M⇤ � 105M� and rMW = 300 - 1000 kpc, along with 4 additional MW satellites with M⇤ = 105 - 3⇥105M�.

0.37⇥1012M�. Naively scaling the two values by one another (i.e.
scatter in Nsats(M� � 105M�)/ scatter in host Mvir) yields nearly
identical values, such that our results are consistent with the FIRE
simulations predicting the same degree of scatter in the number of
luminous satellites as DMO simulations.

The FIRE satellite populations also provide a good match
to the MW satellite SMF, particularly below the masses of the
LMC and SMC,7 though the agreement is not perfect: the simu-
lated galaxies host a median of 15.5 satellites with M⇤ � 105M�,
compared with the 12 such known MW satellites, and we typically
predict a SMF that continues to rise between the relatively bright
classical dSphs (M⇤ & 3 ⇥ 105M�) and the ultra-faints dwarfs
(M⇤ . 3⇥104M�) identified in deep surveys such as SEGUE (Be-
lokurov et al. 2009) and DES (Drlica-Wagner et al. 2015). The dif-
ference is small relative to the order-of-magnitude difference re-
ferred to by the missing satellites problem – we predict a median of
4 satellites with M⇤ = 105 - 3⇥ 105M� – but it may suggest addi-
tional, relatively luminous, undetected satellites (also see Tollerud
et al. 2008). Rather than a sign of observational incompleteness, the
flattening of the MW SMF may instead reflect a feature from reion-
ization (see Bose et al. 2018); if so, our simulations do not capture
such a feature overall.

In contrast to the relative agreement with the MW SMF, all
of the simulated satellite SMFs lie slightly below that of M31. Our
hosts have, on average, 54% as many satellites with M⇤ � 105M�
as are already known around M31. The offset in the mean counts
relative to M31 is roughly constant for M⇤ . 107M� (at which
point the mean difference becomes even larger), indicating that
M31 contains systematically more satellites at fixed stellar mass
than our simulated hosts. For comparison, the mean offset between

7 The worse agreement at the high-mass end is not particularly unexpected:
none of our hosts were selected to contain an LMC-mass satellite, and a ran-
domly selected MW/M31-mass halo is statistically unlikely to have LMC
or M33-mass satellites (Busha et al. 2011; Tollerud et al. 2011).

the simulated satellite populations and that of the MW is ⇠ 2% at
the mass of CVnI (3⇥ 105M�) and remains under 20% over two
orders of magnitude (up to the mass of Fornax, 2.4⇥107M�). The
difference in satellite counts is clear, but not extreme: our host with
the largest number of satellites (m12m, with Mvir = 1.45⇥1012M�)
contains 73% as many galaxies above 105M� with an average of
74% from 105 – 3⇥ 107. As we show in Appendix B, this result
is only marginally sensitive to the radial cut used to separate satel-
lites from non-satellites. It is also qualitatively independent of the
assumed mass-to-light ratio for the observed dwarf galaxies: even
adopting a stellar mass-to-light ratio of unity for the galaxies not in-
cluded in Woo et al. (2008) yields a mean of 61% as many satellites
as M31 with M⇤ = 105M�.

The abundance of dwarf galaxies around M31 (relative both
to the MW and to our simulated hosts) may point towards a higher
M31 halo mass. Large-scale estimates for the mass of M31 typ-
ically suggest Mvir,M31 & 1.5⇥ 1012M�; for example, Diaz et al.
2014 used the net momentum of the LG to estimate Mvir,M31 =
1.7± 0.3⇥ 1012M�. However, Kafle et al. (2018) recently argued
for Mvir,M31 = 0.8± 0.1⇥ 1012M� by applying a Bayesian frame-
work to high-velocity planetary nebulae. Figure 3 shows the num-
ber of dwarf galaxies near each host, as a function of host virial
mass. Though the trends with mass are weak (e.g. our lowest mass
host contains the fifth most satellites), our results suggest that it is
difficult to match both the SMF of the MW and of M31 without a
higher virial mass for M31.

Broadly speaking, the non-satellite SMFs in Figure 2 (rhost =
300 - 1000 kpc, and excluding satellites of the paired host if ap-
plicable) generally agree with counts in the fields around the
MW/M31. However, there are again hints of undetected galaxies
with M⇤ & 105M�: we predict a median of 14.5 galaxies with
M⇤ � 105M�, compared to the 12 known around the MW. Fur-
thermore, increasing the mass of our M31 analogue may result
in even more predicted dwarfs; our predictions in the Local Field
may be a lower limit. If ultra-diffuse galaxies (UDGs) are preva-
lent in the field (as predicted by Di Cintio et al. 2017 and Chan

MNRAS 000, 1–19 (2018)

Garrison-Kimmel, Hopkins, Wetzel et al 2019
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photo ionization and heating from the Haardt & Madau
(2005) UV background and Compton cooling in a tempera-
ture range from 10 to 109 K.

2.2 Star Formation and Feedback

The simulation employ the star formation recipe as de-
scribed in Stinson et al. (2006) which is summarized be-
low. Gas is eligible to form stars when it is dense (nth >
10.3cm�3) and cold (T < 15, 000K) such that the Kennicutt-
Schmidt Law is reproduced. The threshold number density
nth of gas is set to the maximum density at which gravita-
tional instabilities can be resolved in the simulation: nth =
50mgas/✏

3
gas = 10.3 cm�3, where mgas denotes the gas parti-

cle mass and ✏gas the gravitational softening of the gas and
the value of 50 denotes the number of neighboring particles.

Two modes of stellar feedback are implemented as de-
scribed in Stinson et al. (2013). The first mode models the
energy input from stellar winds and photo ionization from
luminous young stars. This mode happens before any super-
novae explode and consists of the total stellar flux, 2⇥ 1050

erg of thermal energy per M� of the entire stellar popula-
tion. The e�ciency parameter for coupling the energy input
is set to ✏ESF = 13% (Wang et al. 2015).

The second mode models the energy input via super-
novae and starts 4 Myr after the formation of the star parti-
cle. It is implemented using the blastwave formalism as de-
scribed in Stinson et al. (2006) and applies a delayed cooling
formalism for particles inside the blast region. The reason for
this is that in the simulations the interstellar gas surround-
ing the region of the supernovae explosions is dense and thus
it would quickly radiate away the received energy due to its
e�cient cooling. See Stinson et al. (2013) for further infor-
mation and an extended feedback parameter search.

3 HOST GALAXIES AND THEIR
SUB-HALOES

3.1 Host galaxy selection and properties

For this work the virial mass, M200, of each isolated halo is
defined as the mass of all particles within a sphere contain-
ing � = 200 times the cosmic critical matter density, ⇢crit.
The virial radius, R200, is defined accordingly as the radius
of this sphere. The haloes in the zoom-in simulations were
identified using the MPI+OpenMP hybrid halo finder AHF2
(Knollmann & Knebe 2009; Gill et al. 2004). The masses for
sub-haloes and satellite galaxies are defined as the sum o↵
all gravitationally bound particles belonging to these haloes
and are denoted with Mhalo. They are calculated by AHF2
via an iterative unbinding procedure (for more details see
e.g. Knebe et al. 2011b).

The four galaxies used for this work have stellar masses
between 2.0⇥1010M� and 1.59⇥1011M�. Galaxy g2.79e12,
g8.26e11 and g7.08e11 are disc galaxies as can be seen from
the most right panels of figure 1. The stellar disc of galaxy
g2.79e12 has a scale length of Rd ⇠ 5 kpc and a scale height

2 This figure is mainly to demonstrate the separation into the
three populations thus we do not include the two satellites not
appearing in the redshift z = 0 halo catalogue here.

Figure 2. Radial profiles of satellites and nearby and field galax-
ies in the simulations. The colored lines show the profiles for the
three simulations where red color denotes the satellites within
the virial radius2, orange color the nearby galaxies in the region
1R200 < R < 2.5R200 and cyan color marks the field galaxies
with distances between 2.5R200 < R < 3 Mpc from the host.

Figure 3. Satellite stellar mass function for the three simula-
tions (thick red lines) and the observations of Milky Way satel-
lites (black dotted line) as well as M31 satellites (gray dashed
line) within 300 kpc from the host. Two of our simulations per-
fectly match the observed mass function of Milky Way and M31,
except for the most massive satellites, like e.g. LMC, M32 or Tri-
angulum which are known to be rare in cosmological simulations
(Boylan-Kolchin et al. 2011).

of Hz ⇠ 750 pc. The corresponding parameters for galaxy
g8.26e11 are Rd ⇠ 5.5 kpc and a scale height of Hz ⇠ 500 pc
and galaxy g7.08e11 has a disc scale length of Rd ⇠ 3.7 kpc
and a scale height of Hz ⇠ 600. Detailed parameters like the
total virial mass, virial radius, gas and stellar mass as well
as the number of satellites can be taken from table 2.

3.2 Sub halo selection

We are interested in the satellite system and the dwarf galax-
ies around the host galaxies. In order to keep a clean sample
we only select dark matter halos with at least 10 stellar
particles for our luminous galaxy. Given our stellar parti-

MNRAS 000, 1–?? (2018)
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Figure 2. Cumulative distributions of satellite galaxy properties for systems within 300 kpc of each simulated host. Left: Ensemble
of cumulative distributions of satellite V band absolute magnitudes, MV . The light red envelope encloses the individual cumulative
distributions of all 30 systems in our simulated sample. The dark red envelope encloses the central-most two thirds of these distributions.
The cumulative distributions of satellite galaxies within 300 kpc of the MW and M31 are also shown, calculated with data from
McConnachie (2012). Middle: Ensemble of cumulative distributions of satellite stellar masses. Satellite stellar masses are taken to be the
total stellar mass within 2⇥ r1/2. Shaded regions have the same meaning as the left panel and data for the MW and M31 are also shown.
Right: Ensemble of cumulative distributions of satellite subhalo masses. The satellite subhalo masses are taken to be the total subhalo
mass returned by SUBFIND for each system. The red contours enclose the cumulative distribution of all subhaloes with a stellar mass
greater than 5 ⇥ 105 M�, which is approximately the mass of 10 star particles. The grey contours enclose the cumulative distributions
of all subhaloes, including subhaloes without stellar particles.

Figure 3. H I masses of subhaloes within 1 Mpc versus subhalo
stellar mass at z = 0 for quenched subhaloes (black points) and
unquenched subhaloes (magenta points). Measured H I masses
of Local Group systems within 1 Mpc of either the MW or M31
from McConnachie (2012) are also shown (cyan diamonds).

in Figure 4, especially for subhaloes with stellar masses be-
low 108 M�. This is consistent with the overall environmen-
tal trend found for the H I content of MW and M31 satellites
(Grcevich & Putman 2009). It does appear, however, that
our estimate of H I mass is a factor of a few greater than
in observed H I rich systems at the same stellar mass. It
is possible that this overestimate is due to unaccounted for
ionizing sources (such as massive stars within the subhaloes
themselves) or limitations of our ISM subgrid model.

Despite these limitations, our estimates of the H I con-
tent do appear to be robust enough to examine general
trends. We separate subhaloes into two groups: ‘H I rich’

systems that have an H I mass greater than 105 M� and
‘H I poor’ systems that have an H I mass less than 105 M�.
Most of the H I poor systems in fact have little to no gas
mass associated with them. Figure 4 shows the fraction of
H I poor systems across the sample. For systems with stellar
masses below 107 M�, roughly the stellar mass of the For-
nax satellite galaxy, over 80% are H I poor within 300 kpc
of the host. There appears to be a sharp drop in the fraction
of H I poor systems around 500 kpc. Beyond 500 kpc, less
than 40% of systems below 107 in stellar mass are H I poor.

In all distance bins, there is a strong stellar mass depen-
dence for the H I content. Very few systems with a stellar
masses above 108 M� (roughly the stellar mass of the SMC)
are H I poor. The stellar mass at which virtually no system
is H I poor drops for larger distance bins; for example, sys-
tems that are more than 600 kpc from the host are mostly
H I rich down to a stellar mass of 107 M�.

3.3 Star-formation properties

The stellar mass and environmental trends seen in the H I
content of subhaloes are also seen in the star-forming prop-
erties of subhaloes. Figure 5 shows these trends, with regards
to the fraction of quenched subhaloes. Here, and in subse-
quent analysis, we define a ‘quenched’ subhalo as being one
whose youngest star particle is more than 100 Myr old and
whose z = 0 star formation rate (SFR) is zero. A subhalo’s
SFR is computed as the sum of the SFRs of individual gas
cells linked to the system by the SUBFIND algorithm.

Across the entire sample, no subhalo with a stellar mass
of 109 M� or greater is quenched, regardless of environ-
ment, and most subhaloes with a stellar mass above 108

M� are also unquenched. The majority of low-mass systems
(Mstar < 107 M�) are quenched. At these masses, the frac-
tion of quenched systems tends to be higher than the frac-
tion of H I poor systems. At a stellar mass of 106 M�, the
fraction of quenched systems is over 70% regardless of dis-

MNRAS 000, 1–18 (2017)
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Figure 3. Stellar mass functions from 12 APOSTLE simulations at resolution L2 compared to observations. In the left and centre, shaded regions show the mass
functions of satellites within 300 kpc of each of the primary (left) and secondary (centre) of the two main Local Group galaxies from each simulation volume,
while lines show the observed stellar mass function within 300 kpc of M31 (left) and the MW (centre). In the right, the shaded region shows all galaxies within
2 Mpc of the Local Group barycentre in the simulations, while the line is the stellar mass function of all known galaxies within the same region. On each
panel, the dark colour-shaded areas bound the 16th and 84th percentiles; light shaded areas indicate the full range among our 12 Local Group realizations. For
comparison, the grey area on each panel corresponds to the mass function of all dark matter haloes. All observational data are taken from the latest compilation
by McConnachie (2012). Note that while the M31 satellite count is likely to be complete to 105 M⊙, the count of satellites of the MW and the total count
within 2 Mpc should be considered as lower limits to the true numbers due to the limited sky coverage of local galaxy surveys and the low surface brightness
of dwarf galaxies. See Fig. A1 for numerical convergence.

colours rendered using a spectrophotometric model (Trayford et al.
2015). A variety of disc and spheroid morphologies, luminosities,
colours, and sizes are clearly visible, reminiscent of the diversity of
observed LG galaxies.

3.3 No missing satellites

Fig. 3 shows the galaxy stellar mass functions in the simulations,
using data from all 12 of the APOSTLE volumes at resolution L2.
Results are plotted both within 300 kpc from each of the two main
galaxies per volume (labelled ‘primary’ and ‘secondary’ in order of
halo mass), as well as within 2 Mpc from the LG barycentre, which
includes both central and satellite galaxies.

The primary and secondary galaxies have 20+10
−6 and 18+8

−5 satel-
lites more massive than M∗ = 105 M⊙ inside 300 kpc, respectively,
where the errors indicate the scatter equivalent to 1σ about the me-
dian values. This is in good agreement with the observed number of
MW and M31 satellites. Within 2 Mpc of the LG barycentre, there
are ∼ 60 galaxies with M∗ > 105 M⊙ presently known; our sim-
ulations produce 90+20

−15. The modest number of luminous galaxies
is in stark contrast to the very large number of dark matter haloes
found within the same volume, indicated by the grey shaded area in
Fig. 3. While feedback from supernovae and stellar winds regulates
star formation in those haloes where a dwarf galaxy has formed,
re-ionization has left most of the low-mass haloes completely dark.
The observed stellar mass function of the LG and those of the MW
and M31 satellites are within the 1σ scatter of the average stellar
mass function in our re-simulations over most of the stellar mass
range. The relative scatter is larger for the satellite galaxies, reflect-
ing the larger relative sampling error, and the fact that the relative
variation in single-halo mass among the different APOSTLE volumes
is larger than that of the total LG mass.

Excluding substructures, the stellar masses of the MW and M31
analogues in our simulations lie in the range 1.5–5.5 × 1010 M⊙,
on the low end compared to the observational estimates for the MW

[5 × 1010 M⊙ (Flynn et al. 2006; Bovy & Rix 2013)] but lower than
those for M31 [1011 M⊙ (Tamm et al. 2012)]. As noted by Schaye
et al. (2015), the subgrid physics used in the Reference model of the
EAGLE code, which we have adopted in this work, generally results in
slightly low stellar masses in haloes of around 1012 M⊙ compared
to abundance matching expectations (e.g. Guo et al. 2010), while
the MW and M31 both appear to lie above the average stellar-to-
halo mass relation. While the predicted abundance of satellites and
dwarf galaxies within the LG depends on its total mass, as discussed
in Section 2.2, and in more detail by Fattahi et al. (2015), we have
selected our LG analogues based on their dynamical properties in a
pure dark matter simulation, and independently of the stellar mass
in the primaries, which may be affected by the limitations of subgrid
physics model.

That the simulations reproduce the stellar mass function of galax-
ies and satellites in the LG over all resolved mass scales is remark-
able, given that these simulations use the very same EAGLE model
that matches the shape and normalization of the galaxy stellar mass
function in large cosmological volumes. Not only are our simula-
tions free of the ‘missing satellites’ problem, but they indicate that
the observed stellar mass functions of the LG volume and of the
MW and M31 satellites are entirely consistent with "CDM.

3.4 The baryon bailout

We next consider the ‘too-big-to-fail’ problem (Boylan-Kolchin
et al. 2011; Parry et al. 2012). As demonstrated by Strigari, Frenk
& White (2010) using the AQUARIUS DMO simulations (Springel
et al. 2008), a MW mass halo in "CDM typically contains at least
one satellite substructure that matches the velocity dispersion pro-
files measured for each of the five MW dwarf spheroidal satellites
for which high-quality kinematic data are available. However, that
work addressed neither the question of whether those haloes which
match the kinematics of a particular satellite would actually host
a comparable galaxy, nor whether an observed satellite galaxy can
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Figure 2. Galaxy stellar mass functions. The panels indicate the satellite population (left; host distance rhost < 300 kpc), the non-satellite population around
each host (center; rhost = 300 - 1000 kpc, and distance to the paired host rother > 300 kpc where applicable), and (right) the Local Field (distance from either
host reither < 1 Mpc but distance from both hosts rboth > 300 kpc). Thin lines indicate the isolated m12 sample, which are sorted in the legend by host
virial mass. The satellite stellar mass functions are broadly consistent with that of the MW and M31, though even our richest satellite populations slightly
(by a factor of ⇠ 1.2 at 105M�) under-produces that of M31, possibly because our highest mass host is only 1.45⇥ 1012M�. Similarly, the non-satellite
populations around each host are in reasonable agreement with that of the MW and M31, with considerable scatter. The simulated Local Field populations
are also generally consistent with observations, particularly for M⇤ & 5⇥ 105M�; below that, Romeo & Juliet displays a steep upturn relative the LG.
Thelma & Louise, meanwhile, slightly overproduces the Local Field SMF at all masses. We predict a median of 2.5 additional (i.e. undetected) non-satellite
galaxies with M⇤ � 105M� and rMW = 300 - 1000 kpc, along with 4 additional MW satellites with M⇤ = 105 - 3⇥105M�.

0.37⇥1012M�. Naively scaling the two values by one another (i.e.
scatter in Nsats(M� � 105M�)/ scatter in host Mvir) yields nearly
identical values, such that our results are consistent with the FIRE
simulations predicting the same degree of scatter in the number of
luminous satellites as DMO simulations.

The FIRE satellite populations also provide a good match
to the MW satellite SMF, particularly below the masses of the
LMC and SMC,7 though the agreement is not perfect: the simu-
lated galaxies host a median of 15.5 satellites with M⇤ � 105M�,
compared with the 12 such known MW satellites, and we typically
predict a SMF that continues to rise between the relatively bright
classical dSphs (M⇤ & 3 ⇥ 105M�) and the ultra-faints dwarfs
(M⇤ . 3⇥104M�) identified in deep surveys such as SEGUE (Be-
lokurov et al. 2009) and DES (Drlica-Wagner et al. 2015). The dif-
ference is small relative to the order-of-magnitude difference re-
ferred to by the missing satellites problem – we predict a median of
4 satellites with M⇤ = 105 - 3⇥ 105M� – but it may suggest addi-
tional, relatively luminous, undetected satellites (also see Tollerud
et al. 2008). Rather than a sign of observational incompleteness, the
flattening of the MW SMF may instead reflect a feature from reion-
ization (see Bose et al. 2018); if so, our simulations do not capture
such a feature overall.

In contrast to the relative agreement with the MW SMF, all
of the simulated satellite SMFs lie slightly below that of M31. Our
hosts have, on average, 54% as many satellites with M⇤ � 105M�
as are already known around M31. The offset in the mean counts
relative to M31 is roughly constant for M⇤ . 107M� (at which
point the mean difference becomes even larger), indicating that
M31 contains systematically more satellites at fixed stellar mass
than our simulated hosts. For comparison, the mean offset between

7 The worse agreement at the high-mass end is not particularly unexpected:
none of our hosts were selected to contain an LMC-mass satellite, and a ran-
domly selected MW/M31-mass halo is statistically unlikely to have LMC
or M33-mass satellites (Busha et al. 2011; Tollerud et al. 2011).

the simulated satellite populations and that of the MW is ⇠ 2% at
the mass of CVnI (3⇥ 105M�) and remains under 20% over two
orders of magnitude (up to the mass of Fornax, 2.4⇥107M�). The
difference in satellite counts is clear, but not extreme: our host with
the largest number of satellites (m12m, with Mvir = 1.45⇥1012M�)
contains 73% as many galaxies above 105M� with an average of
74% from 105 – 3⇥ 107. As we show in Appendix B, this result
is only marginally sensitive to the radial cut used to separate satel-
lites from non-satellites. It is also qualitatively independent of the
assumed mass-to-light ratio for the observed dwarf galaxies: even
adopting a stellar mass-to-light ratio of unity for the galaxies not in-
cluded in Woo et al. (2008) yields a mean of 61% as many satellites
as M31 with M⇤ = 105M�.

The abundance of dwarf galaxies around M31 (relative both
to the MW and to our simulated hosts) may point towards a higher
M31 halo mass. Large-scale estimates for the mass of M31 typ-
ically suggest Mvir,M31 & 1.5⇥ 1012M�; for example, Diaz et al.
2014 used the net momentum of the LG to estimate Mvir,M31 =
1.7± 0.3⇥ 1012M�. However, Kafle et al. (2018) recently argued
for Mvir,M31 = 0.8± 0.1⇥ 1012M� by applying a Bayesian frame-
work to high-velocity planetary nebulae. Figure 3 shows the num-
ber of dwarf galaxies near each host, as a function of host virial
mass. Though the trends with mass are weak (e.g. our lowest mass
host contains the fifth most satellites), our results suggest that it is
difficult to match both the SMF of the MW and of M31 without a
higher virial mass for M31.

Broadly speaking, the non-satellite SMFs in Figure 2 (rhost =
300 - 1000 kpc, and excluding satellites of the paired host if ap-
plicable) generally agree with counts in the fields around the
MW/M31. However, there are again hints of undetected galaxies
with M⇤ & 105M�: we predict a median of 14.5 galaxies with
M⇤ � 105M�, compared to the 12 known around the MW. Fur-
thermore, increasing the mass of our M31 analogue may result
in even more predicted dwarfs; our predictions in the Local Field
may be a lower limit. If ultra-diffuse galaxies (UDGs) are preva-
lent in the field (as predicted by Di Cintio et al. 2017 and Chan
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Figure 3. The cumulative subhalo mass function of the Milky
Way within 280 kpc of the Galactic centre (blue). The names of
the individual galaxies that contribute to the mass function are
marked on the plot. The blue dashed lines mark the 68% con-
fidence intervals that include both the uncertainty on M200 for
each individual galaxy and the error in the hSFRi�M200 relation
itself. The green lines show the same but including the sample
of ultra-faint dwarfs from McConnachie (2012). This is a lower

bound on the total number of ultra-faints since we have not in-
cluded the recent DES discoveries, nor accounted for their volume
incompleteness within 280 kpc (see §3). The grey shaded region
shows the spread in N(< M200) of ten pure-dark matter Milky
Way zoom simulations in ⇤CDM (see §4). The red shaded region
shows the same, but including a model for the stellar disc of the
Milky Way. In both cases, the subhalo masses, M200, are defined
to be their peak mass before infall. Notice that the agreement
between our empirically measured mass function, and predictions
in ⇤CDM is excellent above M200 ⇠ 109 M�.

we have an independent estimate of its pre-infall halo mass
from its tidal tails (Gibbons et al. 2017), we showed that this
di↵erence between Mdyn

200
and Mabund

200 owes to tidal stripping
and shocking lowering its mass after infall. This may also ex-
plain the di↵erence between Mdyn

200
and Mabund

200 for Fornax.
The ultra-faint dSphs (blue data points) have very large un-
certainties on Mdyn

200
. As a result, most are consistent with

our Mabund

200 estimates. However, CVnI, Leo IV, Leo V and
Hercules all have Mdyn

200
< Mabund

200 at 68% confidence. This
may indicate that, like Sagittarius and Fornax, these galax-
ies have had their masses lowered by tidal forces after infall
to the Milky Way. We will explore this further in future
work.

6.3 Surely abundance matching was always going
to work?

The cynical reader may take the view that there are so many
dark matter halos predicted in ⇤CDM that, given an appro-
priate mapping between light and dark, abundance match-
ing can always be made to work. Indeed, there are many
studies that have shown that such mappings can be found,

Figure 4. A comparison of Mabund

200
derived in this paper with

dynamical masses derived using the mass estimator from Errani
et al. (2018). The Milky Way classical dSphs are marked in black,
while the ultra-faint dwarfs are marked in blue.

arguing that there is then no missing satellites problem af-
ter all (e.g. Madau et al. 2008; Boylan-Kolchin et al. 2012;
Brook et al. 2014; Kim et al. 2017). However, what is dif-
ferent here is that we have not set out to solve the missing
satellites problem. Rather, we have set out simply to improve
abundance matching for quenched galaxies. We introduced a
simple new idea that the hSFRi should correlate better with
M200 for satellites than M⇤. We showed empirically that this
is the case for a sample of 21 nearby dwarf galaxies (Figure
2). We then applied this idea to a volume complete sam-
ple of bright Milky Way satellites within 280 kpc to measure
the cumulative mass function of bright Milky Way satellites.
From this, we showed that there is no missing satellites prob-
lem, at least above M200

>⇠ 109 M�. We had no free knobs
to push or dials to turn and no part of our analysis was fine-
tuned. There is, therefore, nothing trivial about the fact that
our derived cumulative mass function is in good agreement
with expectations in ⇤CDM.

6.4 What about ‘Too Big to Fail’?

Our abundance matching with the hSFRi can be thought of
as providing an empirical justification for painting the MW
satellites on to the most massive subhalos before infall. Such
a mapping has been studied previously in detail and so we
know that it produces the correct radial and orbit distribu-
tion for the MW classical dSphs (Diemand et al. 2007; Lux
et al. 2010), though it may be that the orbits are overly tan-
gential (Lux et al. 2010; Cautun & Frenk 2017). However,
a key problem remains. It has long been known that such
a mapping predicts central stellar velocity dispersions that
are too high to be consistent with the MW classical dSphs
(Read et al. 2006b). Boylan-Kolchin et al. (2011) showed
that this problem persists for any reasonable mapping be-
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observed distances of satellite dwarf galaxies
Jenna Samuel, Wetzel et al 2019

Mstar > 105 Msun
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FIRE simulations broadly 
agree with MW + M31 

numerically well resolved 
(even at d <~ 50 kpc)

Jenna Samuel, 
Wetzel et al 2019 distance from host [kpc]
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MW satellites are unusually (?) concentrated
see also Yniguez et al 2014

Jenna Samuel, Wetzel et al 2019
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MW satellites are unusually (?) concentrated

Jenna Samuel, 
Wetzel et al 2019

no simulated host (even across time) is as concentrated as MW 
predict 2 (min) 4 (med) more ‘classical’ dwarf galaxies around MW
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DM-only simulation

central galaxy destroys subhalos



Andrew Wetzel

predicting DM subhalo infall rates near MW

distance from host galaxy [kpc]
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