
Dynamical environments are interesting III: 
Can we find them, & making very exotic sources

Richard O’Shaughnessy


2019-07-16 17  Gravast19



Part 1: Identifying eccentric sources [skip me]



Eccentricity for GW: A review (ground-based IFOs)

�3

• Circular


• Locally constant separation


• Monotonic orbital phase

• Eccentric


• Time-varying separation


• Strong field stronger


• Phase more complex

• Multiple harmonics, impacts 

detection & PE for band-limited IFOs


• Technical: tools from dynamics
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Eccentricity for GW: A review (ground-based IFOs)

�4

• Circular


• Without precession, simple


• Eccentric


• Strongly modulated,  e ~ 1/f late

4

The above equations define the orbital evolution in
the x-model, which is solved numerically in the time-
domain. This evolution has been validated against one
numerical relativity simulation of an equal-mass, BH-BH
binary with initial eccentricity of 0.1 21 GW cycles be-
fore merger [59]. Once the orbital evolution has been
obtained, one can obtain the time-domain GW response
function to leading (mass-quadrupole or Newtonian) or-
der [89], which one then DFTs to obtain frequency-
domain templates for data analysis studies.

The x-model reduces to some well-studied template
families used in GW data analysis. For example, in the
limit of zero eccentricity, the orbital phase in the x-model
reduces to the TaylorT4 PN model at 2 PN order [40]. In
fact, the TaylorT4 2 PN di↵erential equations that define
the orbital evolution are the same as those of the x-model
in the zero-eccentricity limit by construction. However,
the amplitude of the x-model di↵ers from 2 PN TaylorT4

in that M ˙̀ in Eq. (3) introduces an additional amplitude
contribution [40].

The x-model, however, deviates from some other well-
studied template families. One example is the TaylorF2
templates, a family constructed to model GWs from the
quasi-circular inspiral of non-spinning compact binaries.
This template family is defined directly in the frequency-
domain through the SPA via

h̃(f) = Af�7/6 ei F2

(f) , (5)

 F2(v) = 2⇡ f tc � 2�c � ⇡

4
+ PN(v) , (6)

where the PN phase is defined as

 PN(v) =
3

128 ⌘ v5

i=7X

i=0

anv
n , (7)

and where A / M5/6
C /DL, with the chirp mass, MC =

M ⌘3/5, the symmetric mass ratio ⌘ = m1m2/M
2, and

the luminosity distance DL, while v = (⇡Mf)1/3 is the
orbital velocity of the binary. The TaylorF2 waveform
phase we will use throughout this article, Eq. (6), in-
cludes PN corrections up to 3.5 PN order. The corre-
sponding an coe�cients in Eq. (6) at this PN order can
be found in [69].

The x-model captures all critical features that eccen-
tricity introduces to non-spinning binary physics, both
on the dynamics and on the waveform, to high PN order,
i.e., to 3 PN order in the conservative dynamics and to
2 PN order in the dissipative dynamics. First and fore-
most, eccentric binaries precess, and the x-model cap-
tures this well at high PN order. Second, eccentricity
shortens the duration of the orbit and hence of the wave-
form, compared to circular binaries starting at the same
mean orbital frequency. Third, binaries with eccentricity
have complicated, highly modulated waveforms, which is
also captured in the x-model to high PN order.

As a concrete example, Fig. 1 shows the waveforms pre-
dicted by the x-model for a circular (e = 0) and eccentric
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FIG. 1. (Color Online) Sample waveforms for an equal mass
binary system with total mass M = 10M� starting at a Ke-
plerian mean orbital frequency fK = 5 Hz. The figure uses a
logarithmic scale in the time axis to clearly exhibit the struc-
ture of the eccentric waveform at low frequencies.

(e = 0.4) (5M�, 5M�) binary. Observe the amplitude
modulations present in the eccentric waveform and the
fact that the eccentric inspiral is noticeably shorter. The
latter is driven both by long-term e↵ects at low frequen-
cies and by waveform termination. In the figure, the or-
bital evolution terminates when the system reaches the
innermost stable circular orbit (ISCO) for a test parti-
cle in an eccentric orbit around a Schwarzschild BH, i.e.,
rISCO = 6M + 2 eISCO [90], where eISCO stands for the
eccentricity at the ISCO.

B. Limitations of the x-model

Even though the x-model is capable of reproducing the
main features of the eccentric numerical simulation used
to calibrate it, the model does have some limitations,
which we list below:

• Computational expense. The x-model requires the
numerical solution of the orbital evolution equa-
tions in the time-domain at a small and constant

discretization so that a DFT of the GW response
can be accurately computed [41].

• PN accuracy . Although the x-model reduces to the
2 PN TaylorT4 approximant when e0 ! 0, higher
PN order models (e.g. TaylorT4 at 3.5 PN order)
are needed to describe the dynamical evolution of
low-mass, quasi-circular binaries at the level of ac-
curacy required for GW data analysis [63].

Let us discuss some of these limitations in more de-
tail. To do so, we employ some basic data analysis tools.
Given two signals h1 and h2, the noise-weighted inner

Huerta et al 1408.3406 
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FIG. 2: Simulated gravitational wave strain h(t) computed
using the model described in the text for a binary with pa-
rameters M = 10 M�, rp = 8M , q = 1, e

0

= 1 at 100 Mpc
and optimally oriented. The bottom panel is a close-up about
the time of merger of the signal shown in the top panel.

gravitational waves asymptotically approaches the least-
damped quasinormal mode frequency !
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where c and  are free parameters of the model, and
b = 2Q/!

QNM

is a function of the quality factor Q of
the final BH. The quality factor Q is approximately the
number of oscillations required for the energy of the os-
cillating system to be attenuated by a factor of e2⇡. The
parameters c and  are fixed as constants that give good
fits for a wide range of binary parameters.

The amplitude is modeled by:

A(t) =
A

0
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, (5)

where A
0

is an overall amplitude factor and ↵ is a free
parameter that is chosen such that it is a good fit to
numerical simulations (see [25]).

III. TIME FREQUENCY ANALYSIS

As illustrated in Fig 2, the waveform of a typical high
eccentricity binary begins in a repeated burst phase,
with the instantaneous eccentricity steadily decreasing

with each burst. If the initial periapse is su�ciently
large, the orbit will eventually circularize. However,
for much of parameter space relevant to dynamical cap-
ture [25], binary-single interaction induced mergers [17]
and Kozai-resonance driven mergers [21, 22] some frac-
tion, if not all of the GW energy emitted within the
LIGO band will come from the repeated burst phase.

Matched filtering is the optimal detection strategy
when the signal waveform can be precisely modeled.
However, as discussed in the introduction, eccentric
waveforms where most of the observable energy is
within the repeated burst phase are poor candidates for
matched filtering today. For full numerical simulations,
this is because computational resources do not exist to
produce accurate template banks for the full range of rel-
evant parameters. Perturbative methods have not been
developed to su�ciently high order to provide the requi-
site phase-accuracy over the lifetime of the typical signal.

On the other hand, time-frequency methods, though
sub-optimal, can be e↵ective for unmodeled or “poorly”
modeled events. For GW searches to date these have
only been developed for single, isolated bursts [38], with
the notable exception of a power stacking method tar-
geting emission associated with soft gamma ray repeater
events [34]. The goal of our work is to adapt this latter
method to highly eccentric IMR events. In the remain-
der of this section we give an overview of time-frequency
analysis, and specifically the Q-transform that underlies
the power stacking procedure described in subsequent
sections.

A time-frequency analysis begins by constructing a
time-frequency representation of the detector data x(t).
To do so, we choose a two-parameter family of basis func-
tions { (⌧, f)} that covers a region of interest in time-
frequency space. Then, the projection of x(t) onto these
basis functions is computed. For example, in the case of
a short-time Fourier transform (STFT), the projections
X(⌧, f) are given by:

X(⌧, f) =

Z 1

�1
x(t)w(t � ⌧)e�2⇡ift dt, (6)

where w(t) is a window function, such as a Hann win-
dow. The basis can be specialized if it is known that the
class of target waveforms projects preferentially onto a
particular family of functions.

Once a time-frequency representation has been con-
structed, bursts can be detected by searching for excess
power in a time-frequency tile above the power expected
for detector noise alone [39]. If this excess power is above
some threshold (set by the desired false alarm rate), an
event is registered. Examples of time-frequency methods
include the TFCLUSTER algorithm [40]; Waveburst,
which uses a wavelet decomposition [41]; and the Q-
Pipeline [42]. We have chosen to use the Q-Pipeline as
the basis for our search method for eccentric binaries,
and so in the remainder of this section we provide some
details on the Q-Pipeline.

Tai et al 2014



Impact of eccentricity on searches

• Rules of thumb: 

• Binary highly circular, unless large eccentricity at fmin 

• Small phase deviations can be captured by search templates

• Large eccentricity … work in progress [Tai et al 1403.7754, Tiwari et al 2016 PRD, Thrane & Coughlin; 

Abbott et al 2019; …]
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[neutron stars, e0 at 15 Hz in aLIGO]

Tiwari et al PRD 2016 burst search 
[O2, e0 at 24 Hz]

advanced detectors. On the other hand, in the event of a null
observation some of the astrophysical models can be
rejected with confidence [44,45].
A matched filtering search is an ideal choice for CBC

sources, however, we can comment on the approximate
fraction of eBBH signals the proposed search can detect.
Figure 3 plots the efficiency as a function of the eccentricity
of binary at orbital frequency of 48 Hz. Efficiency is
defined as the number of recovered injections divided by
the number of injections. The injections have a fixed sky
location. The efficiency does not show a visible trend for
lower mass binaries. As expected, heavier binaries show
minor increase in efficiency with increasing eccentricity
(increased contribution from higher order modes). The
search leaves the parameter space unconstrained in eccen-
tricity, hence, the proposed eBBH search will also detect
circular binaries with approximately equal efficiency. The
effective radius for the example run is approximately 80%

of the matched filtering search [12,13] performed for
circular binaries. Hence, we expect the proposed search
to recover half of the events, which could have been
otherwise recovered by a matched filtering search using
accurate waveforms of binaries on eccentric orbits.

VI. DISCUSSION

We have introduced a novel search focused at the
detection of GWs from eccentric binary black hole mergers.
The search uses cWB algorithm to identify the events. A
time-shift analysis is performed to estimate the background
and simulation are performed to estimate sensitivity of the
search. The search can use model based constraints, such
as polarization constraint and reconstructed chirp mass
constraint to suppress the background. We show that these
constraints suppress the background by three orders of
magnitude. We describe the FAD statistic which can be
used to rank the events according to their significance.
We performed an example run and based on the obtained

results we conclude that advanced detectors will detect
multiple eBBH signals if the proposed astrophysical
models hold true. The search will detect approximately
half of the events a matched filter search would have
detected. The search employs astrophysical model to
populate the parameters space providing the opportunity
to gauge the sensitivity of the search in terms of the
parameters defining the astrophysical model. Hence, in the
event of null observation it will become possible to reject
some of the optimistic models.
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eBBH wavefrom model agreed with the numerical rela-
tivity waveforms to within 10% [40,41].

C. Visible volume

The visible volume, also called the sensitive volume, of
the search is defined as,

Vvisðm1; m2; e; rp; ηÞ ¼ 4π
Z

∞

0
ϵðm1; m2; e; rp; ηÞr2dr;

ð4:3Þ

where ϵ is the detection efficiency of the search. Using
following equations,

ϵ ¼ dNdet=dNinj;
1

ρi
¼ 4πr2i

dNinj=dr
; ð4:4Þ

where Ninj=Ndet is the number of injected/detected injec-
tions, dNinj=dr is the radial injection density and ρi is the
volume density, Eq. (4.3) becomes

Vvis ¼
XNdet

i

1

ρi
: ð4:5Þ

The index i runs over all the recovered injections. An
elaborate discussion on the estimation of visible volume is
also available in [12].

D. False alarm rate density and event significance

The significance of a foreground event can be deter-
mined by estimating its false alarm rate, defined as

FARðηÞ ¼ NðηÞ
T

; ð4:6Þ

where η is the event’s coherent network amplitude, T is the
accumulated livetime and NðηÞ are the number of back-
ground events with coherent network amplitude greater
than η. However, FAR values cannot be used to compare
significance of events across different networks. Searches
can be combined by using the false alarm rate density
(FAD) statistic, which is defined as,

FADðηjÞ ¼ min
!
FARðηjÞ
VvisðηjÞ

;
FARðηj−1Þ
Vvisðηj−1Þ

"
: ð4:7Þ

Events are ranked based on their FAD values with
significant events having lower FAD rates.
To determine the event’s significance, its FAD rate is

compared to the time-volume product of the combined
search given by

ν ¼
X

k

Tobs;kVvisðFADÞ; ð4:8Þ

where the index k runs over all the detector networks.
The mean of number of such events produced from back-
ground noise is

μðFADÞ ¼ FAD ×
X

k

Tobs;kVvisðFADÞ: ð4:9Þ

Assuming FAD of the background events follows Poisson
distribution, the false alarm probability (FAP) is given by

FAPðηÞ ¼ 1 −
XN−1

n¼0

μn

n!
expð−μÞ: ð4:10Þ

V. RESULTS

In this section we discuss the projected sensitivity and
expected rates for eBBH mergers based on the results
obtained in the test run. Figure 2 shows the sensitive
distance for eBBH sources as a function of the component
masses. Only recovered injections with FAR value of once
in five years or less have been used to estimate the sensitive
distance. The corresponding visible volume, estimated to
be ∼107 Mpc3, is expected to increase by more than three
orders of magnitude for advanced detectors. The eBBH
merger rate of ∼10−9 per galactic nuclei, when averaged
over SMBH density, results in eBBH coalescence rate of
∼10−10 Mpc−3 [42,43]. With these numbers, advanced
detectors are expected to observe an average of one
detection per observation year. There are astrophysical
models projecting per galactic merger rate to be as high as
∼10−5 (including a factor of ∼30 due to variance in the
central number density of BHs). If these models hold
true we expect to detect multiple eBBH signals with the

FIG. 2. The effective range Reff in Mpc over component mass
bin: S6D L1H1V1 network. The dotted contours represent
constant mass ratio(q) and chirp mass(Mchirp). Overall, the
sensitive distance increases with the increase in the chirp mass
and decrease in the mass ratio (q).

V. TIWARI et al. PHYSICAL REVIEW D 93, 043007 (2016)

043007-4
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Figure 4. Smoothed distribution of the measurement errors of various parameters measured only for precessing eccentric binaries. Similar to Figure 3, these
distributions correspond to a Monte Carlo sample of 4500 binaries with random source direction and binary orientation for 30M� - 30M� precessing eccentric
BH binaries with initial eccentricity e0 = 0.9 and dimensionless pericenter distance ⇢p0 = 10 and 20 (green dashed and red dash-dot). The source distance is also
fixed at DL = 100Mpc, and the detector network is specified in Table 1. Top left: Distribution of the measurement error in initial orbital eccentricity, e0. Top
right: Distribution of the measurement error in initial dimensionless pericenter distance, ⇢p0. Bottom: Distribution of the measurement error in the eccentricity
at the last stable orbits, eLSO.

minimum frequency. The peak of the spectrum is initially at
fmin if ⇢p0 = 40.9[Mtot/(20M�)]-2/3( fmin/10Hz)-2/3 (Gondán
et al. 2017). A slightly lower value of fmin ⇠ 7Hz leads to val-
ues that represent the minimum of the fast parameters. This
also leads to the result observed in Figure 3 that these param-
eters have higher errors for ⇢p0 = 10 than for ⇢p0 = 20.

In Figure 5, note that �eLSO errors are relatively small for
relatively high ⇢p0 up to ⇢p0 ⇠ 200. At high ⇢p0, the orbital
eccentricity approaches zero when it enters the aLIGO band,
and �eLSO increases. We note that the posterior probability
distribution function of eLSO is well-defined even in the cir-
cular limit ⇢p0 ! 1, and �eLSO is finite for a given confi-
dence region. However, the Fisher matrix algorithm becomes
invalid in this regime as the signal is not approximated well
by its linear Taylor expansion with respect to the �eLSO pa-
rameter, since its first eLSO derivative vanishes in the circular
limit. Therefore the true asymptotic value of �eLSO for high
⇢p0 cannot be recovered with the Fisher matrix technique used
in this paper. Further, note that �e0 and �⇢p0 also increase
rapidly with ⇢p0 for high ⇢p0. This is due to the fact that for
these parameters the binary forms with a pericenter frequency
smaller than the minimum frequency of the detector network,
and the information on e0 and ⇢p0 is limited to higher harmon-
ics with small power. Thus, these parameters indeed have
a very high error and become indeterminate in the circular
limit. The fact that the relative error of e0 and ⇢p0 can be less
than ⇠ 5% percent in the range 5 < ⇢p0 < 50 (6 < ⇢p0 < 100)

for 30M� -30M� (10M� -10M�) precessing highly eccen-
tric BH binaries implies that the GW detections might have
the potential to constrain the formation environment of these
system (O’Leary et al. 2009; Cholis et al. 2016; Rodriguez
et al. 2016a,b; Chatterjee et al. 2017; Gondán et al. 2017;
Kocsis et al. 2017; Samsing & Ramirez-Ruiz 2017; Silsbee
& Tremaine 2017).

Furthermore, we found from numerical investigations that
�e0 does not correlate significantly with other parameters’
errors, which is due to the fact that e0 is measured from the
truncation of the signal for e > e0 at the start of the waveform,
while other parameters of a precessing eccentric binary are
measured from the inspiral rate (Section 5). However, �⇢p0
behaves differently from �e0 in this regard, which is due to
the fact that ⇢p0 is determined by eLSO in Equation (50), and
eLSO depends on the mass parameters.

6.3. Comparison with previous results
In this paper, we have determined the SNR and the expected

accuracy with which the aLIGO-AdV-KAGRA detector net-
work may determine the parameters that describe highly ec-
centric BH binaries, and investigated how these quantities de-
pend on the initial pericenter distance ⇢p0 and initial eccen-
tricity e0. There are some previous studies that also made
similar investigations for eccentric compact binaries with sig-
nificant differences (Yunes et al. 2009; Kyutoku & Seto 2014;
Sun et al. 2015; Ma et al. 2017). They considered different

Accessing eccentricity?

• Eccentricity decreases rapidly, but we can form ~ in band 
• Eccentricity and precession usually expected simultaneously (ouch!)


• Modest eccentricity: Very accessible observationally (LIGO) 
• Example (Lower et al 2018): GW150914-like event, full eccentric PE .. e>0.05 fine!


• Example (George/Huerta, PhysLett B 2018): Machine learning for point estimates


• Example (Gondan et al ApJ 2018): Fisher estimate (below), for high-SNR systems


• This case: d=100 Mpc , 30+30 Msun,


• Using inspiral-only model


• similar to “phase-connected bursts”


• See also previous mismatch and PE studies (e.g., J. Henry 2014; Sun et al 2015; Ma et al 2017 …)


• Measurement accuracy explored thoroughly in LISA context (e.g., Cornish/Lang/Hughes)


• Main limitation: Reliable models (for search or training) for massive BBH 

• …in progress (e.g., NCSA group and others)
�8



Part 2: Contribution from AGN disks

McKernan, Ford, ROS, Wysocki 2019 (1907.04356)


Yang, Bartos et al (1906.09281)

https://arxiv.org/abs/1907.04356
https://arxiv.org/pdf/1906.09281.pdf


Mass & event rate: where we are now
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…but where did they come from?

• Conventional [cluster,field], or 


• Primordial?


• Near supermassive BHs? 

• …outliers and exotic products as 
signatures?

�12

M. O’Dowd / B. McKiernan

brief but efficient mechanism 

McKernan 2012,2014; Bartos 2017,McKernan 2018, Secunda 2018 …


See also McKernan, Ford, ROS, Wysocki 2019 (1907.04356)

https://arxiv.org/abs/1907.04356


AGN disks: making high mass & high-q binaries
• Many BHs near galactic nucleus


• During active phase, disk can capture them … brief but efficient


• BHs migrate through the disk

• Bigger go faster


• “Migration trap” ~ 100 M: balanced torques   Bellovary et al 2016

�13

Derdzinski et al. 2018

https://iopscience.iop.org/article/10.3847/2041-8205/819/2/L17/meta


With migration and “grind-in” : high-q, high-M
• Simulate this a lot, see what masses/spins of BBHs form, how often, & why


• Two-component phenomenology (time-averaged): “trap” and bulk


• Trap: Builds up ~ O(1) IMBH at a time, linearly 

�14

BHs in mergers

BH in trap

Largest BH in mergers, in trap

P(
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log mass



AGN disk growth of BHs
• Most mergers in “bulk”, similar to input population


• Build up (hierarchical) IMBHs

�15

8 B. McKernan et al.

Figure 4. Evolution of mass spectrum of BHs in the disk as a
result of mergers and gas accretion for R1. Black solid line corre-
sponds to input initial mass function (IMF). Red solid line cor-
responds to the mass spectrum of BHs in the disk after 0.95Myr.
Ground-down BHs added to the disk over time are drawn from a
distribution identical to that for the IMF.

Figure 5. Evolution of spin spectrum of BHs in the disk as a
result of mergers and gas accretion for R1. Black solid line corre-
sponds to input initial spin distribution, drawn from a uniform,
flat distribution. Red solid line corresponds to the spin spectrum
of BHs in the disk after 0.95Myr. Ground-down BHs added to
the disk over time are drawn from a spin distribution identical to
the initial spin distribution. The final distribution has not been
corrected for spin flips due to retrograde binary orbital angular
momentum. The angle � contains that information in our simu-
lations.

tunities to accelerate mergers of BHs within the overdense
central parsec.

Fig. 7 shows the mass ratio for mergers in R1 as a func-
tion of time. In black are mergers away from the merger trap
and in red are mergers at the migration trap. The mass ratio
of mergers in the bulk population spans q ⇠ [0.1, 1].

Fig. 8 shows the generations of BH involved in merg-
ers in the bulk of R1. 1g+1g mergers dominate (78%), with
1g+2g mergers making up most of the rest (17%) of the
mergers in R1.

Finally, Fig. 9 shows the distribution of �e� for all the

Figure 6. The integrated number of black hole mergers as a
function of time in R1 for bulk (black) and trap (red). A majority
of mergers (> 50%) occur early on ( 0.1Myr). The initial number
of mergers grows as ⇠ t1 at < 0.01Myr and then grows as ⇠ t1/4
at > 0.01Myr. The population of ground-down orbits provides a
support for the merger rate at later times.

Figure 7. The mass ratios of mergers as a function of time in
R1. In black are the mass ratios of mergers in the bulk of the disk
and in red are the mass ratios of mergers at the migration trap.

mergers in R1. The �e� distribution given by the black solid
curve corresponds to the distribution for mergers in the bulk
of the disk. The red solid line corresponds to the distribu-
tion of �e� for mergers at the trap. Both merger distribu-
tions appear centered approximately around �e� ⇠ 0, with
the possibility of a bimodal distribution in �e� in the trap
distribution. Red vertical dashed lines confine ⇡ 90% of the
bulk distribution. Our initial results confirm our expecta-
tions from §2.1 that the �e� distribution should be biased
towards �e� ⇠ 0 at least in the bulk distribution, although
we require a larger scale simulation (below) to confirm this
statistically.

4.2 The e↵ect of changing input parameters

From Table 2 we varied a number of our input parameters
to illustrate the impact of changes in individual parameters.
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AGN disk growth of BHs
• Most mergers in “bulk”, similar to input population


• Hierarchical spins (         )  are bimodal
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runs R1,R3-R8, R10-R12 is due to enhanced production of
negative, anti-aligned spin BH by our choice of t�/t+ = 5.
This is confirmed in runs R2 and R10, where t�/t+ = 1,
and �̃e� = 0.00, 0.05 respectively. The �e� distribution
is relatively broad, with �� ⇠ 0.3 generally. The only
exception is in R7, where a narrow distribution of �e�
with �� ⇠ 0.1 corresponds to a narrow, non-uniform,
initial spin magnitude distribution. If the distribution of
mergers follows a normal distribution, ⇠ 68% of mergers
have |�e� | < 0.3 for a flat, uniform, distribution of initial
spin magnitudes. As LIGO continues to operate, the width
of the �e� distribution and a net negative bias in �̃e� may
allow us to distinguish between a pure dynamics channel
and the AGN disk channel.

Also from column 6 in Table 3, a flatter IMF (M��)
with � ⇠ 1 in R1-R3 yields a higher median mass involved
in mergers than in R4-R12. Because LIGO is much more
sensitive to high-mass binaries, this steeper power-law in-
dex produces a detected distribution that is consistent with
early LIGO observations; see Figure 12. Both powerlaw dis-
tributions � = 1, 2 are consistent with inferences about the
selection-corrected spectrum of BH masses in BH-BH bina-
ries Abbott et al. (2018). From column 7 in Table 3, the
maximum mass produced in bulk mergers is O(102M�) gen-
erally. This is a reasonable mass upper limit to expect if
migration traps do not generally occur in AGN disks. Fi-
nally, column 9 in Table 3 shows the percentage of black
holes in all mergers in the bulk with mass > 50M�. In no
run does this percentage rise above 1%, suggesting that most
mergers are between the more numerous, lower-mass BH in
our distributions. Choice of IMF drives this percentage.

From Table 4, we can see that the median mass ratio
for mergers is usually much smaller at the trap (q̃ ⇠ 0.1)
than in the bulk of the disk (q̃ ⇠ 0.5 � 0.7). We can also see
that the median �e� is modestly larger at the migration
trap than in the bulk of the disk mergers. From §2.1 above,
we expect that later generations of mergers should tend
towards alignment and anti-alignment, and this seems
consistent with the results for mergers at the migration
trap. Comparing Table 3 and 4, we also find the mass
of an incoming black hole arriving at the migration trap
is generally larger than the median mass of black holes
merging in the bulk of the disk. This is because more
massive black holes migrate more rapidly than less massive
BH (eqn. 3) so we expect that more massive BH should
arrive at the migration trap first. The results from Table 4
seem inconsistent at the ⇠2� level with the results observed
with LIGO so far. Future results from O3 may therefore
rule out the presence of migration traps in AGN disks.
If this is the case then either AGN disks do not possess
steep changes in aspect ratio or density in the inner disk,
or AGN disks are generally short-lived ( 105yr) unstable
configurations, nested within a fuel reservoir or torus.

Fig. 10 shows the total normalized �e� distribution from
the R1 Monte Carlo run. 90% of the bulk mergers have
|�e� < 0.6|, but the trap distribution seems bimodal, driven
by spin flipping of mergers at the trap due to random bi-
nary orbital angular momentum. By contrast, R7 is the one
run that shows a consistently narrower �e� distribution and
indeed in Fig. 11 we see a far narrower distribution of �e�

Figure 10. Normalized �e� distribution for R1 carried out 102

times with di↵erent numerical seeds. Black solid curve shows the
distribution of mergers in the bulk of the disk. Red solid curve
shows the distribution of mergers at the trap. Approximately 90%
of mergers in the bulk occur between the vertical red dashed lines.

Figure 11. As Fig. 10 except for R7. Approximately 95% of merg-
ers in the bulk of the AGN disk occur between the vertical red
dashed lines.

among mergers in the bulk of the disk. The trap distribu-
tion remains bimodal, but the peaks are also narrower than
in Fig. 10. In Fig. 11 ⇠ 95% of the bulk mergers occur with
|�e� | < 0.2 (between the vertical red dashed lines). As we
can see, a narrower spin input distribution (e.g. from a nar-
row natal spin distribution) clearly leads to a narrow �e�
distribution in this channel.

5 IMPLICATIONS FOR O3 AND BEYOND

From §4.3 there are several constraints that we hope O3 will
provide for this channel. First, a continuing build-up of the
�e� distribution for binary black hole mergers will allow us
to restrict the allowed black hole IMF (M��,Mmin,Mmax) in
galactic nuclei and the allowed initial spin magnitude distri-
bution. Second, a build-up of the merger mass ratio (q) dis-
tribution and a merging mass upper bound allows us to con-
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Some context: Rates?
• Examples of recent estimates: McKernan ApJ 2018; Stone et al 2017 MNRAS; Ford & McKernan 2019


• “AGN” volume density:

• Best estimate: Current galaxy/SMBH density                                         mod lifetime/duty cycle: ~                                                       

[X-ray bg (Cowie et al 2003, …); X-ray selected AGN surveys; cosmo sims matching AGN LF (e.g., Hirschmann 2013)].  Rate vs redshift similar to SFR (/1000)


• Integrated disk masses: Very large — lazy estimate


• Expect many BHs formed in flow [e.g., Stone et al 2017] …implies lower limit on BH merger rate


• Disk strongly impacts BH binary formation, evolution [migration, binaries]


• Many BHs near SMBH due to mass segregation / cusp  [e.g., our GC ~ 104 , review Amaro-Seoane et al 2007]


• Accretion flow & stellar dynamics advect/segregate BHs into AGN disk


• Must also get “ground” into disk plane  [e.g., McKernan et al 2014 and refs therein]


• Assume O(1000) BH initially, O(100/Myr) advected
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Some context: Rates?
• Examples of recent estimates: McKernan ApJ 2018; Stone et al 2017 MNRAS; Ford & McKernan 2019
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Comparing with observations?
• Consistent with spin, q for 170729,   given a plausible seed population  (BF ~ 1)


• Similarly: No compelling evidence favoring a hierarchical scenario in some earlier work 
(without, with HM  :  Kimball et al arxiv:1903.07813 Chatziouannou et al 1903.06742 )
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Figure 4. 2D probability densities of the chirp mass M and e↵ective spin parameter �e↵ for binary black holes detected by
LIGO/Virgo. For the distributions we used the binary black holes detected during LIGO/Virgo’s O1 and O2 runs other than
GW170729 (left) and for second and higher-generation mergers in the AGN model presented here (right). Also shown on both
sides are the reconstructed parameters of GW170729, for its most likely values, 50% and 90% confidence regions.

AGN channel generally produce similar M and �e↵ as
observed for GW170729. Values from the 9 LIGO/Virgo
observations are typically lower. First-generation merg-
ers in AGNs result in comparable distribution as the
LIGO/Virgo events.
Nevertheless, there is not su�cient statistical evi-

dence to confidently determine the formation channels
for this event. We calculated the Bayesian odds ratio
P (AGN—GW170729)/P (obs.—GW170729). While the
parameters of GW170729 are 5 times more likely to arise
from our hierarhical-AGN distribution than from that of
the null-hypothesis, taking into account a prior proba-
bility ratio P (AGN)/P (obs/) = 0.1 � 0.4 (Yang et al.
2019), we find that the odds ratio is ⇠ 1. More, similar
events will be needed to probe this channel with high sig-
nificance. In addition, other hierarchical-merger models
could also explain GW170729 than the 9 LIGO/Virgo
observations (Kimball et al. 2019; Chatziioannou et al.
2019), although results at this point are also inconclu-
sive (odds ratios are . 3).

4. CONCLUSION

We examined the prevalence and expected mass/spin
parameters of hierarchical mergers in AGN disks. Our
conclusions are the following:

• Hierarchical mergers are the norm rather than the
exception in the migration traps of AGN disks.
As black holes accumulate in the migration trap
they merge with the black holes already there, re-
sulting in a chain of consecutive mergers. For our

fiducial parameters over 50% of black hole mergers
are higher-generation.

• Hierarchical mergers result in heavy black holes.
In about 40% of the detected mergers, one of the
black holes is heavier than 50M�.

• Hierarchical mergers in AGN disks will naturally
lead to aligned spins with the AGN disk. This
leads to aligned or anti-aligned spins with the bi-
nary orbit. A broad range of spins are possible
from about 0.2 � 0.9. In particular, anti-aligned
spins are a unique possibility in this model com-
pared to other channels (Antonini et al. 2018).

• Finding high-mass, non-zero spin black hole merg-
ers in AGNs will also probe the physics of orbital
alignment and the development of migration traps.

• We find that the heaviest black hole merger de-
tected so far, GW170729, has similar M and
�e↵ to those expected from second or higher-
generation mergers in AGNs (see Fig. 4). Never-
theless, there is not su�cient statistical evidence
to di↵erentiate between an AGN origin and the
same channel as the other 9 events detected by
LIGO/Virgo so far.
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Comparing with observations?
• AGN constraints are already interesting


• Limits parameter space of possible AGN       
e.g., Ford & McKernan 2019


• Example: Merger rate limits from AGN disk 
model (real data & simulated O3, assuming 
no “trap” signatures)
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Table 5. Inferences about our AGN disk phenomenological model, given reported observations in
Abbott et al. (2018) and illustrated in Figure 14. Limits are expressed as 90% credible intervals on
each population hyperparameter.

Model Rtrap ↵trap Rbulk ↵bulk

Fixed 0.00 10.82 -10.56 10.92 32.19 167.09 0.59 1.85
Free 0.00 161.14 -10.72 10.84 7.50 143.26 -3.37 1.60

Figure 14. Inferences about a phenomenological AGN disk population, using GW observations available in Abbott et al. (2018), as well
as mock data from a representative realization of this model. Each panel shows two-dimensional marginal distributions for our models’
phenomenological parameters: the merger rates Rbulk, Rtr ap ; the power law in the bulk and trap; and the mass limits for the bulk and
trap. See Table 5 for credible intervals for these parameters.

Rbulk = 150Gpc�3yr�1 and Rtrap = 30Gpc�3yr�1, with the
mass distribution of the bulk BBH population drawn from
previously reported inferences about observational results.
For simplicity and to be pessimistic, we performed our anal-
ysis assuming BH spins do not impact detector network sen-
sitivity. In this synthetic scenario, no binaries with an IMBH
are found within the first 95 observations, as they make up

O(1%) of detections under this model. Therefore our analy-
ses of these events (or any smaller subset) only recover the
properties of the injected bulk population, similar to Figure
??. Because many of the synthetic trap IMBH binaries are
very massive, our constraints on the overall merger rate are
weak.
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Bonus slides
• Run parameter table
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Table 1. Sample runs to illustrate the variations that arise with changing input parame-
ters.Column 1 is the run name. Column 2 is the initial number of BH embedded in the disk.
Column 3 is the number of BH ground down by the disk per Myr. Column 4 is the IMF
index M�� . Columns 5(6) are the lower (upper) bounds to the IMF. Column 7 is the AGN
lifetime in Myrs. Column 8 is the spin distribution (u=uniform, flat between a = [�1, +1]).
Column 9 is the position of the migration trap if present (700rg in the (Sirko & Goodman
2003) disk model and 250rg in the (Thompson et al. 2005) disk model. Column 10 shows
the choice of disk model (SG=(Sirko & Goodman 2003); TQM=(Thompson et al. 2005))..
Column 11 shows the ratio of binary hardening timescale for retrograde (t�) versus prograde
(t+) binaries, with t�/t+ = 5 the result from (Baruteau et al. 2011).

Run NBH Ngr � MLower MUpper ⌧AGN a trap disk t�/t+
(/Myr) (M�) (M�) (Myr) (rg)

R1 869 102 1 5 50 1 u 700rg SG 5
R2 869 102 1 5 50 1 u 700rg SG 1
R3 100 102 1 5 50 1 u 700rg SG 5
R4 851 102 2 5 50 1 u 700rg SG 5
R5 851 102 2 5 50 5 u 700rg SG 5
R6 851 102 2 5 15 1 u 700rg SG 5
R7 851 102 2 5 50 1 (1-a) 700rg SG 5
R8 851 0 2 5 50 1 u 700rg SG 5
R9 851 0 2 5 50 5 u 700rg SG 5
R10 851 0 2 5 50 5 u 700rg SG 1
R11 851 102 2 5 50 1 u none SG 5
R12 851 102 2 5 50 1 u 500rg TQM 5

Table 2. Initial results from sample runs. Column 1 is the run name. Column 2 is the number of mergers in the
bulk of the disk during the run. Column 3 is the number of mergers at the trap (if present). Column 4 is the ratio
of bulk mergers involving at least 1 BH of 2g or higher, or ngmg/1g1g where n > 1,m � 1. Column 4 is the median
mass ratio (q̃) per bulk merger with associated standard deviation. Column 5 shows the range of q for bulk mergers
during the run. Column 6 is the median �̃e� for mergers in the bulk, with associated standard deviation. Column 7
shows the range of �e� for the bulk mergers during the run. Column 8 shows the largest mass BH in the run (mostly
at trap). Column 9 shows the time of 1st merger at the trap and Column 10 the mass of the 1st merger at the trap

Run Nbulk Ntrap ngmg/1g1g q̃ [qmin, qmax] �̃e� [�min, �max] MIMBH ttrap Mtrap
(M�) (Myr) (M�)

R1 227 25 0.22 0.46 ± 0.24 [0.08,1.0] 0.07 ± 0.37 [-0.88,0.83] 552.7 0.12 63.0
R2 189 26 0.16 0.44 ± 0.25 [0.06,1.0] 0.08 ± 0.40 [-0.94,0.87] 745.0 0.12 73.0
R3 16 21 0.19 0.47 ± 0.20 [0.18,1.0] �0.09 ± 0.37 [-0.83,0.56] 486.0 0.38 46.6
R4 172 17 0.15 0.63 ± 0.27 [0.10,1.0] 0.03 ± 0.33 [-0.79,0.88] 272.2 0.24 42.1
R5 329 159 0.29 0.50 ± 0.25 [0.07,1.0] 0.03 ± 0.44 [-0.96,0.94] 2409.7 0.14 30.2
R6 175 14 0.09 0.70 ± 0.19 [0.26,1.0] �0.03 ± 0.34 [-0.79,0.81] 126.6 0.19 12.1
R7 178 17 0.18 0.57 ± 0.26 [0.09,1.0] 0.01 ± 0.23 [-0.59,0.82] 270.2 0.24 42.7
R8 157 1 0.08 0.60 ± 0.26 [0.11,1.0] 0.07 ± 0.37 [-0.86,0.88] 16.3 0.24 16.3
R9 221 27 0.27 0.50 ± 0.26 [0.07,1.0] 0.00 ± 0.44 [-0.94,0.94] 709.8 0.24 16.3
R10 221 20 0.25 0.49 ± 0.26 [0.05,1.0] 0.14 ± 0.46 [-0.93,0.93] 503.4 0.24 24.1
R11 181 0 0.18 0.54 ± 0.27 [0.05,1.0] 0.00 ± 0.38 [-0.89,0.89] 139.4 none none
R12 53 149 0.08 0.64 ± 0.24 [0.14,1.0] 0.00 ± 0.31 [-0.68,0.64] 1625.5 0.06 36.2

final state of the spin distribution among this population
after 1Myr. The retrograde orbiters are assumed to not ac-
crete from the gas at any significant rate and their rate of
interaction with migrating prograde orbiters is very small.
Note that the final distribution only gives the magnitude of
the spin, it does not take into account the fact that � may
have flipped sign (i.e. that the spin points in the opposite
direction).

Fig. 6 shows the number of black hole mergers as a
function of time in R1. As can be seen from Fig. 3 most
mergers occur early on (< 0.1Myr). We assumed an initial
binary fraction of zero, but the random distribution of BHs
in the disk corresponds to an e↵ective initial binary fraction

of fbin ⇠ 0.15. These BHs merge quickly in our prescrip-
tion but then must migrate within the disk to find more
partners. Thus, we find a cascade of mergers (growing / t1)
in the first ⇠ 0.01Myr and then growing more like / t1/4
from 0.01-1Myr. This may suggest that AGN disks are most
e�cient at black hole mergers early on in their lifetimes.
A somewhat counter-intuitive point then emerges: if AGN
disks are short-lived, they may end up increasing the rate of
black hole mergers detectable with LIGO. This is because
shorter-lived AGN disks imply a large rate of AGN episodes
per galactic nucleus (for a constant fraction of active nuclei
per volume). The AGN ’grinder’ then gets multiple oppor-
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