
When bits meet brains:
Locally competitive algorithms 
for sparse approximation

Christopher J. Rozell
Georgia Institute of Technology

Dimensionality reduction as a model 
of efficient coding in sensory systems



Christopher J. RozellDimensionality reduction and efficient coding

Acknowledgments
• Arish Alreja
• Aurele Balavoine
• Nick Bertrand
• Michael Bolus
• Greg Canal
• Adam Charles
• Marissa Connor
• Allison Del Giorno
• Pavel Dunn
• Stefano Fenu
• Abbie Kressner
• John Lee
• Ninghao Liu
• Siva Manavasagam
• Matt O'Shaughnessy
• Adam Willats
• Han Lun Yap
• Dong Yin
• Mengchen Zhu



Christopher J. RozellDimensionality reduction and efficient coding

Today science…next week technology
Brain	machine	interfaces Data	acquisition	and	analysis

Closed-loop	electrophysiology
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Figure 4: (Color online) Contours of the speech recognition scores for (a) normal-hearing and (b)

cochlear implant participants using the fixed e↵ects model with � = 1.0 (thin lines) and � = 2.0

(thick lines). When mask errors are unstructured (� = 1.0), combinations of ↵ and � on or below

the thin contour lines indicate mean speech recognition scores equal to or better than the indicated

amount. In contrast, when the mask errors are clustered with � = 2.0, combinations of ↵ and �

on or below the thick contour lines indicate mean speech recognition scores equal to or better than

the indicated amount.

parameter in Eq. 1 to control the scaling factor caused the model fitting to be unstable.507

Furthermore, because the IBM conditions have an undefined amount of clustering, these508

conditions from the CI study were excluded from the model. However, including the509

conditions by double counting them as having both � = 1.0 and � = 2.0 yielded a model510

with the same general conclusions.511

B. Implications on algorithm design512

To deduce the implications of this study on the classification accuracy requirements of513

IBM-based noise reduction algorithms, Fig. 4 shows a comparison of the mean speech514

recognition scores for combinations of ↵ and � with unstructured (� = 1.0) and structured515

DRAFT (Tue 5th Jan, 2016 at 15:43) Kressner et al.: Cochlear implants and binary mask errors 27
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Low-dimensional geometric structure
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Visual pathway

(DiCarlo, Zoccolan & Rust, 2012)
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Visual receptive fields

(adapted from Hubel 1988)
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“Standard model” of V1 coding

Image: 

Objects …

Activity level

V1 receptive field
≈ Gabor wavelet

(Jones & Palmer 1987)
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Betrayed by activity and anatomy

(Haslinger et al. 2012)

Explained variance
Single trial (<5%)

(Briggs & Usrey 2011; Sherman & Koch 
1990; Ahmed et al. 1994; Binzegger et al. 
2004; Thompson & Lamy 2007)

Recurrence and feedback

Excitatory L4 
synapse origins

~5% from LGN

~28% from L4

~45% from L6
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Betrayed by the challenge of vision…

(Tarr->DiCarlo->Olshausen)
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Vision as inference

(Doya et al. 2007; Olshausen)

• Vision must infer environmental causes from scenes
– Significant evidence for perception=probabilistic inference
– Inherently ill-posed and ambiguous
– Of all possible causes, which few are present now?
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• Linear generative model:

• Key notion is sparsity: want most am to be zero

Modern natural image statistics

(Romberg 2008) (adapted from Field 1994)
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Hypothesis: sparse coding
Activity level

(Barlow 1961; Field 1994; 
Olshausen & Field 1996)

Represent the image Using few features
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Data adaptive dimensionality reduction

Linear	subspace Sparse	coefficients

Find the best subspace for 
all data jointly (PCA)

Find subspace collection for 
all data (learning); decide on 
best subspace per datapoint
(inference)
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Bayesian inference

• Causes are independent:

• Causes are sparse:

• Noise is Gaussian:

• Infer {ai} via maximum a posteriori (MAP) estimate:

p(ai) � e�C(ai)

p(a) =
�

i

p(ai)

C(ai) = |ai|
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Dictionary learning
• Learn dictionary Φ from image statistics

– Start with arbitrary dictionary
– Find sparse coefficients for image database
– Adjust dictionary down gradient to improve performance
– Iterate

• Very related to ICA
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Measured and learned RFs
142 J Comput Neurosci (2007) 22:135–146

Fig. 5 Receptive fields from the efficient coding models and from
recordings in monkey V1. The models were trained on 16 × 16 patches
of natural input. Each panel shows 128 randomly selected cells, ordered
with respect to shape. Experimental results are shown as Gabor fits
(data courtesy of D. Ringach). Scale differences due to distance from
the fovea were corrected for

To assess the distributions of receptive field shapes quan-
titatively, we fitted the receptive fields from the models with
Gabor functions and compared them to the fits for the exper-
imental data. Figure 6 shows properties of the Gabor param-
eters for the entire cell populations, with the exception of
those cells from models for which the fitting procedure was
unstable, because the fields were centred outside the patch.

Ringach (2002) reported that Sparsenet was not fully suc-
cessful in reproducing the natural range in receptive field
structure; this finding is confirmed in plot (a). By contrast,
the SSC network captures the distribution of the envelopes
of the biological receptive fields remarkably well, plot (b).

The asymmetry in the polarity of the receptive fields (def-
inition in appendix C) is plotted over the aspect ratio of the
Gabor envelope in figures (c) and (d). Note that the exper-
imental data sample all values of asymmetry and that they
form clusters near perfect symmetry (Asym. = 0) and full
asymmetry (Asym. = 1). The SSC network also produces
cells at both extrema of the range of asymmetry, although
the clustering seems somewhat exaggerated compared to the
experimental data. On the other hand, the distribution of
fields made by Sparsenet is missing the cluster in the regime
of perfect symmetry. Overall, Figs. 5 and 6 suggest that the
variety of receptive fields recorded from monkey V1 was
more closely reproduced by the SSC than by the Sparsenet
model.

4 Discussion

4.1 New model for receptive field formation using hard
sparseness

Models in neuroscience can help explain the complexity and
diversity of experimental results by simple functional prin-
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Fig. 6 Spatial properties of receptive fields in the models and in
monkey V1 (data courtesy of D. Ringach). Red: 146 experimental cells
in each graph. Blue: Modelled cells; 302 Sparsenet cells in each left
graph, 447 SSC cells in each right graph. (a) and (b) display length
and width of the Gabor envelopes measured in periods of the cosine
wave (see schematic figure (e) and Appendix C). Circular shapes are
located near the origin, slim edge-detectors near the “length” axis and
geometries with multiple subfields at large “width” values. (c) and
(d) plot the asymmetry of the receptive fields, as measured by the
normalised difference between the integrals h+ and h−, see schematic
figure (e) and Appendix C. The x-axes of (c) and (d) display the log of
the ratio between length and width of the Gabor envelopes

ciples. Here we used the approach of computational mod-
elling to explore visual cortical function, with an emphasis
on explaining how the shapes of receptive fields emerge in
V1. Previous work showed that the computational princi-
ple of coding efficiency is able to explain how receptive
fields shaped like edge detectors in V1 are formed. However,
earlier computational models, the Sparsenet (Olshausen and
Field, 1996) and independent component analysis (Bell and
Sejnowski, 1997), were unable to capture the distribution of
receptive field shapes that had been quantified experimen-
tally (Ringach, 2002). To understand the reason for this gap
between theory and biology, we investigated the influence of
a central assumption in these earlier models, the choice of
soft sparseness in the neural representation.

Thus, we investigated different computational models;
Sparsenet (Olshausen and Field, 1996) and two new models
(developed in the course of this study) that employed dif-
ferent forms of sparseness. Sparsenet produced soft sparse
representations of sensory input and the new models form
hard sparse representations. One of the novel models, which
we call the sparse-set coding (SSC) network, explicitly
optimised coding efficiency. The second model served as
a control; it crudely approximated efficient hard sparse

Springer

(Olshausen & Field 1996; Rehn & Sommer 2007; Hunt et al. 2013)
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Dictionary learning in auditory periphery

• Convolutional adaptation of sparse coding model
• Trained on a mixture of mammalian vocalizations and 

environmental sounds (transient and ambient)

© 2006 Nature Publishing Group 

 

of optimizing the efficiency of the representation: if the coefficients
smi are assumed to be continuous in time and then optimized to
represent the signal efficiently, only a discrete set of temporally sparse
coefficients emerges8–10,14.
Figure 1 illustrates the spike code model and its efficiency in

representing speech. The spoken word ‘canteen’ was encoded with a
set of spikes with the use of a fixed set of kernel functions (because the
kernels can have arbitrary shape, for illustration purposes here we
have chosen gammatones, mathematical approximations of cochlear
filters). A brief segment from the input speech signal (Fig. 1, input)
consists of three glottal pulses in the /a/ vowel. The resulting spike
code is shown above it. The coloured arrows and curves indicate
the relationship between the spikes (grey ovals) and the acoustic
components they represent. The figure shows that a small set of
spikes (for comparison, the sound segment contains about 400

samples) is sufficient to produce a very accurate reconstruction of
the sound (Fig. 1, reconstruction and residual).
The spike-coding algorithm provides a way to encode signals given

a set of kernel functions, but the actual efficiency of this code depends
on howwell the kernel functions capture the acoustic structure of the
sound ensemble. To optimize the kernel functions we derived a
gradient-based algorithm for adapting each kernel in shape and
length to improve the fidelity of the representation (Supplementary
Methods). Information theory states that there is a fundamental
relationship between the efficiency of a code and the degree to which
it captures the statistical structure of the signals being encoded. Thus,
one of the primary tenets of efficient coding theory is that sensory
codes should be adapted to the statistics of the relevant sensory
environment. To make predictions, it is necessary to optimize the
code to an ensemble of sounds to which the auditory system is
thought to be adapted. However, this poses a problem because the
precise composition of the natural acoustic environment is
unknown, and many common sounds, such wind noise, may have
much less behavioural relevance than other sounds.
To address this issue, we made the generic assumption that the

auditory system is adapted to an unknown mixture of three broad
categories of natural sounds. The kernel functions were optimized
to an ensemble of natural sounds that consisted of mammalian
vocalizations15 and two subclasses of environmental sounds (Sup-
plementary Methods). These sound classes represent a wide range of
acoustic structure. Vocalizations tend to be harmonic and more
steady-state, whereas environmental sounds have little or no har-
monic structure and are more transient. Furthermore, to obtain an
ensemble composition that yielded a goodmatch to the physiological
data (described below), we found it necessary to divide environmen-
tal sounds into two subclasses, namely transient environmental
sounds, such as cracking twigs and crunching leaves, and ambient
environmental sounds, such as rain and rustling sounds. This
approach has the added advantage that we can investigate how the
theoretically ideal code changes as a function of the sound ensemble
composition.
Figure 2a shows the learned kernel functions (red curves) for the

natural sounds ensemble. All kernels are time-localized, have a
narrow spectral bandwidth and show a strong temporal asymmetry
not predicted by previous theoretical models. The sharp attack and

Figure 1 | Representing a natural sound with the use of spikes. A brief
segment of the word ‘canteen’ (input) is represented as a spike code (top).
Each spike (oval) represents the temporal position and centre frequency of
an underlying kernel function, with oval size and grey value indicating
kernel amplitude. The coloured arrows illustrate the correspondence
between the spikes and the underlying acoustic structure represented by the
kernel functions. Alignment of the spikes with respect to the kernels is
arbitrary and is an issue only for plotting. We choose the kernel centre of
mass, which for a delta-function input yields aligned spikes across the kernel
population. A reconstruction of the speech from only the 60 spikes shown is
accurate with little residual error (reconstruction and residual).

Figure 2 | Efficient codes for natural sounds predict revcor filter shapes and
population characteristics. a, When optimized to encode an ensemble of
natural sounds, kernel functions become asymmetric sinusoids (smooth
curves in red, with padding removed) with sharp attacks and gradual decays.
They also adapt in temporal extent, with longer and shorter functions
emerging from the same initial length (grey scale bars, 5ms). Each kernel

function is overlaid on a revcor function obtained from cat auditory nerve
fibres (noisy curves in blue). b, The bandwidth–centre-frequency
distribution of learned kernel functions (red squares) is plotted together
with cat physiological data (small blue dots) and with kernel functions
trained on environmental sounds alone (black circles) or animal
vocalizations alone (green triangles).

NATURE|Vol 439|23 February 2006 LETTERS

979

© 2006 Nature Publishing Group 

 

Efficient auditory coding
Evan C. Smith1,2 & Michael S. Lewicki2,3

The auditory neural code must serve a wide range of auditory
tasks that require great sensitivity in time and frequency and be
effective over the diverse array of sounds present in natural
acoustic environments. It has been suggested1–5 that sensory
systems might have evolved highly efficient coding strategies to
maximize the information conveyed to the brainwhileminimizing
the required energy and neural resources. Here we show that, for
natural sounds, the complete acoustic waveform can be repre-
sented efficiently with a nonlinear model based on a population
spike code. In this model, idealized spikes encode the precise
temporal positions and magnitudes of underlying acoustic fea-
tures. We find that when the features are optimized for coding
either natural sounds or speech, they show striking similarities to
time-domain cochlear filter estimates, have a frequency-
bandwidth dependence similar to that of auditory nerve fibres,
and yield significantly greater coding efficiency than conventional
signal representations. These results indicate that the auditory
code might approach an information theoretic optimum and that
the acoustic structure of speech might be adapted to the coding
capacity of the mammalian auditory system.
A fundamental issue in auditory coding is the nature of the

computations that transform the raw sensory signal into a represen-
tation that is useful for auditory tasks. The response properties of
cochlear nerves have been studied extensively, and models based on
these results capture many properties of the neural response6,7.
However, these properties and auditory coding are still poorly
understood in terms of underlying theoretical principles. Of the
many sensory codes that could have existed, why has nature chosen
one in particular, either through adaptation or evolution?
Traditional views describe auditory coding in terms of spectral

features, such as frequency, intensity and phase, that are estimated
from the signal. This perspective focuses on the properties and
response of the system rather than its purpose. In contrast, theoretical
approaches seek to predict properties of the system from underlying
principles. What are these principles? One hypothesis is that of
efficient coding, which posits that one of the primary goals of sensory
coding is to form an efficient code, namely one that maximizes the
amount of information conveyed about the sensory signal to the rest
of the brain1–5. In the peripheral auditory system, the incoming
acoustic signal is transmitted mechanically to the inner ear and
undergoes a highly complex transformation before it is encoded by
spikes at the auditory nerve. If the auditory code is efficient, it should
be possible to predict its properties from a theoretically ideal code.
To test this hypothesis, we must start with a mathematical

description of an acoustic waveform that can then be used to derive
theoretically optimal codes. Here we use a model in which sounds
are encoded as a pattern of spikes8–10. The signal, x(t), is encoded
with a set of kernel functions, f1, …, fm, that can be positioned
arbitrarily and independently in time. The mathematical form of the
representation with additive noise is

xðtÞ ¼
XX

smi fm t2 tmi
! "

þ 1ðtÞ ð1Þ

where tmi and smi are the temporal position and coefficient of the
ith instance of kernel fm, respectively. Note that the number of
instances of fm need not be the same across kernels. To allow the
kernel functions to assume arbitrary potential shapes, we rep-
resented each kernel fm by a vector of length Lm, where each
element is an independent parameter of the model. Both the
kernel shapes and their lengths were adapted to optimize coding
efficiency; in the results below, the kernels take on a variety
of shapes and range in length from ten to several hundred
milliseconds. This provides a mathematical description of sound
waveforms that has sufficient flexibility to encode arbitrary acous-
tic signals and encompass a broad range of potential auditory
codes.
The key theoretical abstraction of the model is that the acoustic

signal can be encoded most efficiently by decomposing it in terms of
discrete acoustic elements, each of which has a precise amplitude and
temporal position. This also yields a code that is time-relative and
does not depend on artificial blocking of the signal10. One interpre-
tation of each analogue tmi , s

m
i pair is that it represents a local

population of (binary) auditory nerve spikes firing probabilistically
in proportion to the underlying analogue value. The form of the
model allows for the case in which the coefficients smi are constrained
to be binary, but for computational reasons we have used analogue
spikes as an approximation. To optimize the theoretical model to
code natural sounds efficiently, we first need to address two pro-
blems: first, encoding (determining the optimal values of tmi and smi )
and second, learning (determining the optimal kernel functions fm).
From equation (1), coding efficiency can be defined approximately as
the number of spikes required to achieve a desired level of precision,
which is defined by the variance of the additive noise 1(t). This
assumes that the goal of coding is to represent the entire acoustic
signal and that coding efficiency is most closely related to the number
of spikes in the code. Other definitions are possible within this
framework, but this definition has the advantage of starting from a
minimal set of assumptions.
It is important to distinguish between the code and the encoding

algorithm. For a given code (for example equation (1)), there are
many different encoding algorithms that make different trade-offs in
terms of coding efficiency, representational precision and compu-
tational complexity. Although the generative form of the model is
linear, in other words the signal is a linear function of the represen-
tation, inferring the optimal representation for a signal is highly
nonlinear and computationally complex. In fact, the problem of
finding the optimal sparse representation by using a generic dic-
tionary of functions is NP-hard11, so only approximate algorithms
are feasible. Here we compute the values of tmi and smi for a given
signal by using a matching pursuit algorithm12, which iteratively
approximates the input signal and has been shown to yield highly
efficient representations for a broad range of sounds10. Note also that
although we have assumed a representation that consists of spikes
(that is, a localized representation of the time position of an
underlying acoustic feature13), spikes themselves are a consequence

LETTERS

1Department of Psychology, 2Center for the Neural Basis of Cognition and 3Department of Computer Science, Carnegie Mellon University, 4400 Fifth Avenue, Pittsburgh,
Pennsylvania 15213, USA.

Vol 439|23 February 2006|doi:10.1038/nature04485

978

(Lewicki 2002; 
Smith & Lewicki 2006)
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Results match revcor AN filters

© 2006 Nature Publishing Group 

 

of optimizing the efficiency of the representation: if the coefficients
smi are assumed to be continuous in time and then optimized to
represent the signal efficiently, only a discrete set of temporally sparse
coefficients emerges8–10,14.
Figure 1 illustrates the spike code model and its efficiency in

representing speech. The spoken word ‘canteen’ was encoded with a
set of spikes with the use of a fixed set of kernel functions (because the
kernels can have arbitrary shape, for illustration purposes here we
have chosen gammatones, mathematical approximations of cochlear
filters). A brief segment from the input speech signal (Fig. 1, input)
consists of three glottal pulses in the /a/ vowel. The resulting spike
code is shown above it. The coloured arrows and curves indicate
the relationship between the spikes (grey ovals) and the acoustic
components they represent. The figure shows that a small set of
spikes (for comparison, the sound segment contains about 400

samples) is sufficient to produce a very accurate reconstruction of
the sound (Fig. 1, reconstruction and residual).
The spike-coding algorithm provides a way to encode signals given

a set of kernel functions, but the actual efficiency of this code depends
on howwell the kernel functions capture the acoustic structure of the
sound ensemble. To optimize the kernel functions we derived a
gradient-based algorithm for adapting each kernel in shape and
length to improve the fidelity of the representation (Supplementary
Methods). Information theory states that there is a fundamental
relationship between the efficiency of a code and the degree to which
it captures the statistical structure of the signals being encoded. Thus,
one of the primary tenets of efficient coding theory is that sensory
codes should be adapted to the statistics of the relevant sensory
environment. To make predictions, it is necessary to optimize the
code to an ensemble of sounds to which the auditory system is
thought to be adapted. However, this poses a problem because the
precise composition of the natural acoustic environment is
unknown, and many common sounds, such wind noise, may have
much less behavioural relevance than other sounds.
To address this issue, we made the generic assumption that the

auditory system is adapted to an unknown mixture of three broad
categories of natural sounds. The kernel functions were optimized
to an ensemble of natural sounds that consisted of mammalian
vocalizations15 and two subclasses of environmental sounds (Sup-
plementary Methods). These sound classes represent a wide range of
acoustic structure. Vocalizations tend to be harmonic and more
steady-state, whereas environmental sounds have little or no har-
monic structure and are more transient. Furthermore, to obtain an
ensemble composition that yielded a goodmatch to the physiological
data (described below), we found it necessary to divide environmen-
tal sounds into two subclasses, namely transient environmental
sounds, such as cracking twigs and crunching leaves, and ambient
environmental sounds, such as rain and rustling sounds. This
approach has the added advantage that we can investigate how the
theoretically ideal code changes as a function of the sound ensemble
composition.
Figure 2a shows the learned kernel functions (red curves) for the

natural sounds ensemble. All kernels are time-localized, have a
narrow spectral bandwidth and show a strong temporal asymmetry
not predicted by previous theoretical models. The sharp attack and

Figure 1 | Representing a natural sound with the use of spikes. A brief
segment of the word ‘canteen’ (input) is represented as a spike code (top).
Each spike (oval) represents the temporal position and centre frequency of
an underlying kernel function, with oval size and grey value indicating
kernel amplitude. The coloured arrows illustrate the correspondence
between the spikes and the underlying acoustic structure represented by the
kernel functions. Alignment of the spikes with respect to the kernels is
arbitrary and is an issue only for plotting. We choose the kernel centre of
mass, which for a delta-function input yields aligned spikes across the kernel
population. A reconstruction of the speech from only the 60 spikes shown is
accurate with little residual error (reconstruction and residual).

Figure 2 | Efficient codes for natural sounds predict revcor filter shapes and
population characteristics. a, When optimized to encode an ensemble of
natural sounds, kernel functions become asymmetric sinusoids (smooth
curves in red, with padding removed) with sharp attacks and gradual decays.
They also adapt in temporal extent, with longer and shorter functions
emerging from the same initial length (grey scale bars, 5ms). Each kernel

function is overlaid on a revcor function obtained from cat auditory nerve
fibres (noisy curves in blue). b, The bandwidth–centre-frequency
distribution of learned kernel functions (red squares) is plotted together
with cat physiological data (small blue dots) and with kernel functions
trained on environmental sounds alone (black circles) or animal
vocalizations alone (green triangles).

NATURE|Vol 439|23 February 2006 LETTERS
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Blue: revcor AN filters
Red: learned from mixture (speech similar)
Black: learned from environmental
Green: learned from vocalizations

(Smith & Lewicki 2006)
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Dictionary learning in higher representations

Figure 1. Schematic illustration of our sparse coding model. (a) Stimuli used to train the model consisted of examples of recorded speech.
The blue curve represents the raw sound pressure waveform of a woman saying, ‘‘The north wind and the sun were disputing which was the
stronger, when a traveler came along wrapped in a warm cloak.’’ (b) The raw waveforms were first put through one of two preprocessing steps
meant to model the earliest stages of auditory processing to produce either a spectrogram or a ‘‘cochleogram’’ (not shown; see Methods for details).
In either case, the power spectrum across acoustic frequencies is displayed as a function of time, with warmer colors indicating high power content
and cooler colors indicating low power. (c) The spectrograms were then divided into overlapping 216 ms segments. (d) Subsequently, principal
components analysis (PCA) was used to project each segment onto the space of the first two hundred principal components (first ten shown), in
order to reduce the dimensionality of the data to make it tractable for further analysis while retaining its basic structure [17]. (e) These projections

Sparse Coding Predicts IC Receptive Fields

PLoS Computational Biology | www.ploscompbiol.org 3 July 2012 | Volume 8 | Issue 7 | e1002594

(Carlson et al., 2012;
see also Klein et al. 2003)
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STRF properties similar to IC/thalamus/A1

These same trends are present in the cochleogram-trained
dictionaries. More types of STRFs appear when the degree of
overcompleteness is increased (Figs. S11, S12, S13). For
example, with more overcomplete dictionaries, some neurons
have subfields spanning all frequencies or the full time-window
within the cochleogram inputs. Additionally, we find neurons that
exhibit both excitation and suppression in complex patterns,
though the detailed shapes differ from what we find for the
dictionaries trained on spectrograms.

We wondered to what extent the specific form of sparseness we
imposed on the representation was affecting the particular features
learned by our network. To study this, we used the LCA algorithm
[24] to find the soft sparse solution (i.e., one that minimizes the L1
norm), and obtained similar results to what we found for the hard
sparse cases: increasing overcompleteness resulted in greater
diversity and complexity of learned features (see Figs. S5, S6,
S7, S8). We also trained some networks using a different
algorithm, called Sparsenet [10], for producing soft sparse
dictionaries, and we again obtained similar results as for our hard
sparse dictionaries (Figs. S9, S10). It has been proven mathe-
matically [29] that signals that are actually L0-sparse can be
uncovered effectively by L1-sparse coding algorithms, which
suggests that speech is an L0-sparse signal given that we find
similar features using algorithms designed to achieve either L1 or

L0 sparseness. Thus, preprocessing with spectrograms rather than
a more nuanced cochlear model, and the degree of over-
completeness, greatly influenced the learned dictionaries, unlike
the different sparseness penalties we employed.

The specific form of the sparseness penalty did, however, affect
the performance of the various dictionaries. In particular, the level
of sparseness achieved across the population of model neurons
exhibited different relationships with the fidelity of their repre-
sentations, suggesting that some model choices resulted in
population codes that were more efficient at using small numbers
of neurons to represent stimuli efficiently, while others were more
effective at increasing their representational power when incorpo-
rating more active neurons (Fig. S20).

Modulation Power Spectra
Our four-times overcomplete, spectrogram-trained dictionary

exhibits a clear tradeoff in spectrotemporal resolution (red points,
Fig. 5), similar to what has been found experimentally in IC [30].
IC is the lowest stage in the ascending auditory pathway to exhibit
such a tradeoff, but it has yet to be determined for higher stages of
processing, such as A1. This trend is not present in the half-
complete cochleogram-trained dictionary (blue open circles,
Fig. 5). Rather, these elements display a limited range of temporal
modulations, but they span nearly the full range of possible

Figure 4. A four-times overcomplete, L0-sparse dictionary trained on speech spectrograms. This dictionary shows a greater diversity of
shapes than the undercomplete dictionaries. (a–l) Representative elements a, c, e, g, j, and l resemble those of the half-complete dictionary (see
Fig. 3). Other neurons display more complex shapes than those found in less overcomplete dictionaries: (b) a harmonic stack with flanking
suppressive subregions; (d) a neuron sensitive to lower frequencies; (f) a short harmonic stack; (h) a localized but complex pattern of excitation with
flanking suppression; (i) a localized checkerboard with larger excitatory and suppressive subregions than those in panel l; (k) a checkerboard pattern
that extends for many cycles in time. Several of these patterns resemble neural spectro-temporal receptive fields (STRFs) reported in various stages of
the auditory pathway that have not been predicted by previous theoretical models (see text and Figs. 6–8). (m) A graph of usage of the dictionary
elements during inference. The different classes of dictionary elements still separate according to usage (see Fig. S4 for the full dictionary) although
the notable rises and plateaus as seen in Fig. 3g are less apparent in this larger dictionary.
doi:10.1371/journal.pcbi.1002594.g004
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spectral modulations. Thus, by this measure the spectrogram-
trained dictionary is a better model of IC than the cochleogram-
trained model. In the next section, we compare the shapes of the
various classes of model STRFs with individual neuronal STRFs
from IC, and again find good agreement between our over-
complete spectrogram-trained model and the neural data.

Predicting Acoustic Features that Drive Neurons in IC and
Later Stages in the Ascending Auditory Pathway

Our model learns features that resemble STRFs reported in IC
[30–33], as well as in the ventral side of the medial geninculate
body (MGBv) [34] and A1 [34–36]. We are unaware of any
previous theoretical work that has provided accurate predictions
for receptive fields in these areas.

Figs. 6, 7, and 8 present several examples of previously
reported experimental receptive fields that qualitatively match
some of our model’s dictionary elements. We believe the most
important class of STRFs we have found are localized checker-
board patterns of excitation and suppression, which qualitatively
match receptive fields of neurons in IC and MGBv (Fig. 7).

IC neurons often exhibit highly localized excitation and
suppression patterns (Fig. 6), sometimes referred to as ‘‘ON’’ or
‘‘OFF’’ responses, depending on the temporal order of excitation
and suppression. We show multiple examples drawn from the
complete, two-times overcomplete, and four-times overcomplete
dictionaries, trained on spectrograms, that exhibit these patterns.
The receptive fields of two neurons recorded in gerbil IC exhibit
suppression at a particular frequency followed by excitation at the
same frequency (Fig. 6a). Such neurons are found in our model
dictionaries (Fig. 6b). The reverse pattern is also found in which

suppression follows excitation as shown in two cat IC STRFs
(Fig. 6c) with matching examples from our model dictionaries
(Fig. 6d). Note that the experimental receptive fields extend to
higher frequencies because the studies were done in cats and
gerbils, which are sensitive to higher frequencies than we were
probing with our human speech training set. The difference in
time-scales between our spectrogram representation and the
experimental STRFs could reflect the different timescales of
speech and behaviorally relevant sounds for cats and rodents.

A common feature of thalamic and midbrain neural receptive
fields is a localized checkerboard pattern of excitation and
suppression (Fig. 7), typically containing between four to nine
distinct subfields. We present experimental gerbil IC, cat IC and
cat MGBv STRFs of this type in Fig. 7a beside similar examples
from our model (Fig. 7b). This pattern is displayed by many
elements in our sparse coding dictionaries, but to our knowledge it
has not been predicted by previous theories.

We also find some less localized receptive fields that strongly
resemble experimental data. Some model neurons (Fig. 8b)
consist of a suppression/excitation pattern that extends across
most frequencies, reminiscent of broadband OFF and ON
responses as reported in cat IC and rat A1 (Fig. 8a).

Another shape seen in experimental STRFs of bat IC (top), and
cat A1 (bottom; Fig. 8c) is a diagonal pattern of excitation flanked
by suppression at the higher frequencies. This pattern of excitation
flanked by suppression is present in our dictionaries (Fig. 8d),
including at the highest frequencies probed. This type of STRF
pattern is reminiscent of the two-dimentional Gabor-like patches
seen in V1, which have been well captured by sparse coding
models of natural scenes [10,11,26].

Figure 5. Our overcomplete, spectrogram-trained model exhibits similar spectrotemporal tradeoff as Inferior Coliculus. Modulation
spectra of half-complete cochleogram-trained dictionary and four-times overcomplete spectroram-trained dictionary are shown. The four-times
overcomplete spectrogram-trained dictionary elements (red dots; same dictionary as in Fig. 4) display a clear tradeoff between spectral and temporal
modulations, similar to what has been reported for Inferior Colliculus (IC) [30]. By contrast, the half-complete cochleogram-trained dictionary (blue
circles; same dictionary as in Fig. 2) exhibits a much more limited range of temporal modulations, with no such tradeoff in spectrotemporal
resolution. Each data point represents the centroid of the modulation spectrum of the corresponding element. The elements shown in Fig. 4 are
indicated on the graph with the same symbols as before.
doi:10.1371/journal.pcbi.1002594.g005

Sparse Coding Predicts IC Receptive Fields

PLoS Computational Biology | www.ploscompbiol.org 7 July 2012 | Volume 8 | Issue 7 | e1002594

Red: spectrogram; 4x overcomplete
Blue: cochleaogram; 0.5x overcomplete(Carlson et al., 2012)
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Sparsity in songbird AC broad spiking cells
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Figure 2. Neural Transformations in the Coding of Vocalizations
(A) Schematic of the ascending auditory pathway. Neuronswere recorded in the auditorymidbrain (MLd, yellow), the primary auditory cortex (Field L, orange), and

a higher-level region of the auditory cortex (NCM, red and blue). Other auditory areas are in gray.

(B) Distributions of action potential widths in the three brain areas. Red and blue bars at top denote NS and BS ranges, respectively. Inset at right shows action

potential widths of representative BS (blue) and NS (red) neurons in the higher-level AC.

(legend continued on next page)

Neuron

Background-Invariance in Auditory Cortex

144 Neuron 79, 141–152, July 10, 2013 ª2013 Elsevier Inc.

(Schneider & Woolley, 2013)
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High reliability and increasing sparsity

Feedforward Suppression Sparsifies Neural Responses
The BS population represented individual songs with a sparse
population code, in contrast to the representation of songs in
upstream populations, and we next aimed to understand how
a sparse sensory representation arises in the BS population.
One neural mechanism for producing sparse sensory responses
is with neurons that are only sensitive to very specific stimulus
features. To determine whether BS neurons were sensitive to
particular acoustic features, we computed a percentage similar-
ity score (Sound Analysis Pro, Tchernichovski et al., 2000) for
every pair of notes to which an individual BS neuron responded.
Percentage similarity score describes the acoustic similarity of a
pair of notes based onmeasures of pitch, amplitude modulation,
frequency modulation, Weiner entropy, and goodness of pitch.
Like neurons in other auditory populations, pairs of notes to
which a BS neuron responded were spectrotemporally more
similar to one another (percentage similarity score, 69.2 ± 28.3)
thanwere notes selected at random (percentage similarity score,
45.8 ± 27.2, mean ± SD; p < 0.0001; Figures S6A and 6B). How-
ever, unlike other recorded neurons, BS neurons often failed to
respond to every iteration of a note that was repeated multiple
times in a song (Figure S6C; see Figure 7A), and notes that
were spectrotemporally similar to a response-evoking note often
failed to evoke a response (see Figure S6B). These observations
indicate that although individual BS neurons were sensitive to
particular acoustic features, acoustic features alone may be
inadequate for predicting their responses.

To quantitatively assess the acoustic features to which BS
neurons were tuned, we next computed spectrotemporal recep-
tive fields (STRFs). STRFs provide an estimate of the acoustic
features to which a neuron is sensitive, and the complexity of a
receptive field can indicate a neuron’s selectivity for complex
or rarely occurring acoustic features. Such highly selective
feature detectors could lead to sparse firing patterns and could
potentially differentiate between subtle variations of a repeated
note, as we observed in the BS population. For each neuron,
we computed a STRF based on the spiking responses to all
but one of 15 songs, and we validated each STRF by using it
to predict the response to the song not used during STRF esti-
mation. The STRFs of midbrain, primary AC, and higher-level
AC NS neurons showed clear tuning for particular acoustic fea-
tures (Figure S6D) and could be used to accurately predict neural
responses to novel stimuli (Figure S6E). In contrast, the acoustic
features to which BS neurons in the higher-level AC were sensi-
tive were poorly characterized by STRFs, and STRFs of BS neu-
rons were poor predictors of neural responses to novel stimuli.
These results suggest that the responses of BS neurons may
be modulated by more than the short time-scale acoustic fea-
tures that are typically coded by upstream populations.
To determine whether BS neurons were sensitive to long time-

scale acoustic information (tens to hundreds of milliseconds), we
presented individual notes independent of their acoustic context
in songs. We reasoned that if BS neurons are highly selective
feature detectors that were only sensitive to short time-scale

(C) Four example neurons from the midbrain (yellow) and primary AC (orange), and from each cell type in the higher-level AC (red, NS; blue, BS) in response to

three songs. Spectrograms of the three songs are on top.

(D) Firing rates in response to songs.

(E) Degree of millisecond precision in the spiking responses to repeated presentations of the same song, measured as the correlation index from the shuffled

autocorrelogram.

(F) Degree of selectivity for individual songs, measured as 1 ! (n/15), where n is the number of vocalizations that drove a significant response. Legend

corresponds to (D)–(F). All bar graphs show mean ± SD. Asterisks indicate p < 0.05, Kruskal-Wallis.

See also Figure S2 and Table S1.
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Figure 3. Population Coding of Vocaliza-
tions
(A) Neurogram of BS neurons in the higher-level

AC in response to the song shown above. Each

row shows the average firing rate over time for an

individual neuron. Neurons were organized by the

time of their first significant spiking event. Neurons

75 through 135 do not respond to this song. Gray

scale is 0 (white) to 67 (black) spikes/s. Letters

above the spectrogram indicate three distinct

notes.

(B) Population sparseness measured as the frac-

tion of all neurons active during each 63 ms epoch

of song. Values near zero indicate a high degree of

sparseness. NS neurons were not included in

statistics because of the small sample size. Bar

graph shows mean ± SD; asterisk indicates p <

0.05, Kruskal-Wallis.

(C) Population PSTHs showing the responses of all

recorded neurons from each auditory area and

each cell type in the higher-level AC to a song.

Correlation coefficients between pairs of popula-

tion PSTHs are shown at right.

See also Figures S3–S5.
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Background-Invariance in Auditory Cortex

Neuron 79, 141–152, July 10, 2013 ª2013 Elsevier Inc. 145

(Schneider & Woolley, 2013)
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Sparsity in primate V1

(Vinje & Gallant 2002)

Can sparse coding account for response properties?

(see also Haider et al. 2010)
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Sparsity computation in dynamical systems
Activity level

(R., Johnson, Baraniuk and Olshausen 2008; Balavoine, Romberg & R., 2012; 
Balavoine, R. & Romberg, 2013a,b; Charles, Garrigues & R., 2012; Shapero, 
Charles, R. & Hasler 2012;  Shapero, R. & Hasler 2012,2013; Shapero, Zhu, 
Hasler & R. 2014; Balavoine, R. & Romberg, 2015; Olshausen & R., 2017)
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Model response to natural stimuli

Physiology Model

(Del Giorno, Zhu & R. 2013)(Vinje & Gallant 2002)
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• Nonlinear response properties in classical RF
• Context modulation outside classical RF

• Many models:
– Mechanistic (Priebe & Ferster 2012) 

– Phenominological (Series et al. 2003)

– Some previous connection to optimal coding rules

Nonclassical RF (nCRF) effects

+ --

Nonlinearity

Modulation
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Surround suppressionResults: Surround suppression

�������� ���	
���

������������ ��	����������

Physiology

(Sceniak et al. 1999)

Model

(Zhu & R. 2013)
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Surround suppression index

(Walker et al. 2000)

Physiology Model

(Sceniak et al. 1999)

µ=0.06 µ=0.02
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Prediction: CRF vs. SI anticorrelation
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Figure 14: Surround suppression index is anti-correlated with the CRF size. Cells with
larger CRFs tend to be less suppressed by a surround stimulus (correlation coe�cient =
�0.89; p < 0.001). The level of suppression is measured by the suppression index (SI) at
high stimulus contrast.

coding model simulated here used a substantially overcomplete dictionary (see Materials

and Methods), thus the size of the visual field we were able to simulate is limited by the

current computational complexity of learning large scale dictionaries from the statistics of

natural images. While it may seem unlikely that long-range e↵ects could emerge from the

present model when the only direct influences are between cells with overlapping receptive

fields (see Materials and Methods), it is conceivable that second order e↵ects (e.g., dis-

inhibition, where a distant cell inhibits an intermediate cell that subsequently releases an

inhibitory e↵ect on the target cell) may play a central role that would only be discovered

in a study using larger visual fields. An alternative is to incorporate long-range lateral

connections explicitly into a sparse coding model [87].

Despite the wide variety of nonlinear properties observed in the sparse coding model,

this model alone is unable to reproduce some nCRF e↵ects because it lacks the stereotyp-

ical saturating contrast response function [88]. While this contrast saturation would be a

simple addition to the model, the present study focuses on the basic sparse coding model

33

Supported!  See Rose 1977 and Rose 1979
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Size tuning vs. contrast
Physiology Model

(Sceniak et al. 1999)
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Mechanism: increased inhibition (~9x)

Can sparse coding explain contextual e↵ects?
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Model

Can sparse coding explain contextual e↵ects?

11 / 73

Physiology

(Haider et al. 2010)
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Surround orientation tuning

Results: Surround orientation tuning
�������� ���	
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Surround orientation tuning

(Jones et al. 2002)

Physiology Model
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Contrast invariant orientation tuning

Results: Contrast invariance of orientation tuning
�������� ���	
���
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Contrast invariant orientation tuning
ModelPhysiology

(Skottun et al. 1987; Allito & Usrey 2004)

µ=0.032 µ=0.002
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Sparse coding response properties

• Many excitatory response properties emerge from a 
dynamical system implementing sparse coding

• What about inhibitory interneurons?
– Need lateral influences via: 
– Dale’s law -> need separate inhibitory interneurons
– E/I ratio of ~5:1
– Both orientation tuned and untuned cells reported

G = �T�
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Naïve implementation

• G is low-rank due to 
dictionary and scene 
structure

• Use PCA to find an 
implementation that uses 
fewest inhibitory 
interneurons

• Leverage recent work on 
low-rank matrix 
factorization (robust PCA)

(Candes et al. 2011)

G = U⌃V T

V : presynaptic weights

U : postsynaptic weights

⌃ : scaling/gain
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A tale of two inhibitions

L, S = argmin
L,S

kLk⇤ + k⇤Sk1 s.t. G = L+ S

G = L+ S = U⌃V T + S = (U+ + U�)⌃
�
UT
+ + V T

�
�
+ (S+ + S�)

Encouraged by 
nuclear norm to 
min number of cells

Encouraged by 
L1 norm to min
direct inhibition

(Zhu & R. 2015)
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Untuned vs. tuned cells
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Optimal E:I ratio
• Ratio of cortical E:I cell types consistent in relatively 

narrow range

• Why not 1:1 or 20:1? What computational principles 
govern cortical E:I ratios?

• Our approach: volume constraint=fixed population size
• E:I low

– High accuracy in desired computation
– Network sacrifices representational resolution

• E:I high
– High capacity to represent input stimuli
– Network sacrifices computational resolution

(Alreja, Nemenman & R. in prep.)
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Optimal E:I ratios

• Find approximation to sparse coding network for I size 
set by fixed population size and variable E:I ratio

(Alreja, Nemenman & R. in prep.)

Optima
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Optimal E:I ratios
• Same optima for total sparsity (Treeves-Rolls metric) 

and metabolic cost of the excitatory cells
• More sparse -> higher optimal E:I (some support)

(Alreja, Nemenman & R. in prep.)

More sparsity
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Dimensionality reduction in learning
(adapted from Hubel 1988)

125M

1.2M

y b ΘΦxa Ψ

RM Figure 1: ACS schematic. A sig-
nal x with sparse structure in dictio-
nary  is sampled by a compressing
measurement matrix �, constituting
a transmission bottleneck. The ACS
coding circuit learns a dictionary ⇥
for y in the compressed space, but
can be seen to form sparse represen-
tations b of the original data x as
witnessed by the matrix RM in (6).

compressed space. The proposed ACS objective function is defined as:
E(y,b,⇥) = ||y �⇥b||22 + �S(b). (4)

Iterated minimization of the empirical mean of this function first with respect to b and then with
respect to⇥will produce a sparsity dictionary⇥ for the compressed space and sparse representations
b
b(y) of the y. Our results verify theoretically and experimentally that once the dictionary matrix ⇥
has converged, the objective (4) can be used to infer sparse representations of the original signals x
from the compressed data y. As has been shown in the BCS work, one cannot uniquely determine
 with access only to the compressed signals y. But this does not imply that no such matrix exists.
In fact, given a separate set of uncompressed signals x0, we calculate a reconstruction matrix RM

demonstrating that the b
b are indeed sparse representations of the original x. Importantly, the x

0 are
not used to solve the ACS problem, but rather to demonstrate that a solution was found.

The process for computing RM using the x0 is analogous to the process used by electrophysiologists
to measure the receptive fields of neurons. Electrophysiologists are interested in characterizing how
neurons in a region respond to different stimuli. They use a simple approach to determine these
stimulus-response properties: probe the neurons with an ensemble of stimuli and compute stimulus-
response correlations. Typically it is assumed that a neural response b is a linear function of the
stimulus x; that is, b = RFx for some receptive field matrix RF . One may then calculate an RF
by minimizing the empirical mean of the prediction error: E(RF ) = kb � RFxk22. As shown in
[13], the closed-form solution to this minimization is RF = C�1

ss Csr, in which Css is the stimulus
autocorrelation matrix hxx>iX , and Csr is the stimulus-response cross-correlation matrix hxb>iX .

In contrast to the assumption of a linear response typically made in electrophysiology, here we
assume a linear generative model: x =  a. Thus, instead of minimizing the prediction error, we
ask for the reconstruction matrix RM that minimizes the empirical mean of the reconstruction error:

E(RM) = kx�RMbk22. (5)
In this case, the closed form solution of this minimization is given by

RM = CsrC
�1
rr , (6)

in which Csr is the stimulus-response cross-correlation matrix as before and Crr is the response
autocorrelation matrix hbb(y(x))bb(y(x))>iX . As we show below, calculating (6) from a set of
uncompressed signals x0 yields an RM that reconstructs the original signal x from b

b as x = RMb
b.

Thus, we can conclude that encodings bb computed by ACS are sparse representations of the original
signals.

4 Theoretical Results

The following hold for ACS under mild hypotheses (we postpone details for a future work).

Theorem 4.1 Suppose that an ensemble of signals is compressed with a random projection �. If
ACS converges on a sparsity-inducing dictionary ⇥ and Crr is invertible, then ⇥ = � ·RM .

Theorem 4.2 Suppose that an ensemble of signals has a sparse representation with dictionary  .
If ACS converges on a sparsity-inducing dictionary, then the outputs of ACS are a sparse represen-
tation for the original signals in the dictionary of the reconstruction matrix RM given by (6). More-
over, there exists a diagonal matrix D and a partial permutation matrix P such that = RM ·DP .

4

a: coefficients
x: image
y: reduced image
Θ: learned dictionary

(Isley et al. 2009)
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Compressed Sensing
• Randomized dimensionality reduction:

• Stable embedding over a signal class:  

• Ex: Restricted Isometry Property (RIP) for S-sparse signals

(Candès 2006)

y = �x+ w

(1� �)  k�x1 � �x2k22 / kx1 � x2k22  (1 + �)

x1, x2 2 S

Gaussian random
matrix

M � O

✓
S

�2
log(N/S)

◆



Christopher J. RozellDimensionality reduction and efficient coding

Compare dimensionality reduction

• Principal component analysis (PCA)
– Data adaptive (expensive)
– Linear encoding and decoding (cheap)
– No signal model (decorrelates -> ideal for Gaussian)
– Maximize variance; minimize approximation error

• Compressed sensing (CS)
– Data non-adapative (cheap)
– Linear encoding (cheap)
– Nonlinear decoding (expensive)
– Low-dimensional signal model (sparsity, manifold, etc.)
– Retain geometry of signal class

• Conceptualized as useful for expensive data acquisition
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Learning in compressed space

(a)

(c)

(b)

(d)

Figure 3: Mean SNR of reconstructions. (a) compares ACS performance to CS performance with
true generating basis (DCT) for synthetic images with increasing amounts of gaussian noise. (b) and
(c) compare the performances of ACS, CS with a basis learned by sparse coding on natural images
and CS with the DCT basis. Performances plotted against the compression factor (b) and the value
of � used for encoding. (d) shows ACS performance on natural images vs. the completeness factor.

(a) (b)

Figure 4: (a) RM for an ACS network trained on natural images with compression factor of 2, (b)
ACS reconstruction of a 128 � 128 image using increasing compression factors. Clockwise from
the top left: the original image, ACS with compression factors of 2, 4, and 8.

is limited by inaccuracies in the learning process as well as inaccuracies in computing RM . For a
large range of noise levels CS and ACS performance become nearly identical. For very high levels
of noise CS and ACS performances begin to diverge as the advantage of knowing the true sparsity
basis becomes apparent again.

Natural Images: Natural image patches have sparse underlying structure in the sense that they can
be well approximated by sparse linear combinations of fixed bases, but they cannot be exactly recon-
structed at a level of sparsity required by the theorems of CS and ACS. Thus, CS and ACS cannot be
expected to produce exact reconstructions of natural image patches. To explore the performance of
ACS on natural images we train ACS models on compressed image patches from whitened natural

6

• Model bottlenecks as random dimensionality reduction (Isley, et al. 2009)

• N=16x16=256 and M=128
• Plot recovered RFs

Requires global wiring!

What about local wiring?
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Structured Matrices in CS

• Subsampled Fourier matrices

• Partial circulant matrices

• Block diagonal matrices (J blocks)

• Coherence µ measures similarity to canonical basis
– Fourier: µ2 = 1
– Canonical: µ2 = J

(Rudelson and Vershynin, 2008)

(Krahmer et al., 2014)

(Yap, Eftekhari, Wakin, & R., 2015)
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Global vs. local wiring

• Break image up into 16 equal blocks and then compress locally

(Liu & R., in prep)
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Compression does not affect RF properties
Local synapses (J=16)Gaussian matrix (J=1)No compression
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Visual pathway

(DiCarlo, Zoccolan & Rust, 2012)
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Selectivity vs. generality in perception

(DiCarlo Zoccolan & Rust 2012)
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(DeLoache et al. 2004)

Scale invariances
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Manifolds of invariant representations

(DiCarlo Zoccolan & Rust 2012)
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Manifold “learning”

Isomap Manifold Transport Operator

Φ1

Φ2

Φ2
Φ3

Φ1•Φ2•Φ3

(Culpepper & Olshausen 2009)(Tenenbaum, de Silva & Langford 2000)

• Can we learn analytic operators that capture 
movement primitives along manifold structures?
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Transform “structure from motion”

• Points in 3D are constrained by 2D with unknown depth
• Infer unknowns for data samples and learn operators
• Can apply sparsity and/or dynamic penalty on ci

2D projection of keypoints
Cube rotating in 3D

T(c)

x0,i x1,i y0,i y1,i

Image generation model

x(n+ 1) = e

A(n)
x(n) + w

y(n) = Kx(n)

A(n) =
P

i �ici(n)

�i

(orthoprojector)
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Learned 3D transport operators

Operator 1 Operator 2

Operator 3 Operator 4

Generated transforms

(Connor & R., in prep)
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Kinetic depth effect
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3D depth inference
Stimulus Estimated depths

Projected view
Estimated depths

Top view
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