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How smart is the machine?
Can the machine figure out Physics?



Input layer
Hidden layer

Output layer

A

1.0 1.5 2.0 2.5 3.0 3.5
0.0

0.2

0.4

0.6

0.8

1.0

O
ut

pu
tl

ay
er

B

L = 30 T < Tc
T > Tc

1.0 1.5 2.0 2.5 3.0 3.5
T

0.0

0.2

0.4

0.6

0.8

1.0

A
cc

ur
ac

y

C

L =10
L =20
L =30
L =40

D"

#

"k0

1.0 1.5 2.0 2.5 3.0 3.5
0.0

0.2

0.4

0.6

0.8

1.0

E

L = 30 T < Tc
T > Tc

1.0 1.5 2.0 2.5 3.0 3.5
T

0.0

0.2

0.4

0.6

0.8

1.0

F

L =10
L =20
L =30
L =40
L =60

Juan Carrasquilla

Roger Melko

Nature Physics 13, 431–434 (2017)

https://physicsml.github.io/pages/papers.html

https://physicsml.github.io/pages/papers.html


Machine Learning
❖ Supervised Learning

❖ Classification
❖ Dataset+label

❖ Unsupervised Learning
❖ Generative models (RBM, VAE, GAN)
❖ Dataset

❖ Reinforcement Learning
❖ Model-less, reward driven
❖ On-line learning
❖ How human learns



–Alan Turing

“Instead of trying to produce a program to 
simulate the adult mind, why not rather try to 

produce one which simulates the child's? If this 
were then subjected to an appropriate course of 
education one would obtain the adult brain. ” 



Reinforcement Learning

Atari games Locomotion Behavior

Goal: Maximize Scores Goal: Maximize Moving Distance

https://www.youtube.com/watch?v=TmPfTpjtdgg
https://youtu.be/hx_bgoTF7bs


Learning by Playing



Agent as a Physicist

Machine

Physical Environment

policy
π(a |s)

Action 
a

Reward
r

State
s

Configuration
{σi}



Markov Decision Process
❖ Markov Decision Process M = {S, T, A, r}.

❖ State Space, S: a set of states of environment

❖ Action Space, A: a set of actions Agent selects from at each time-step

❖ Transition operator, T: 

❖ Reward function, r: S×A→R: a scalar value to characterize states

p(st+ 1 |st)
Transition Probability

p(st+ 1 |st, at)

p(st+ 1 |st, at)π(at |st)



More Candies Please
❖ Goal of the reinforcement learning is to find a policy π(a|s) 

that maximizes the sum of future rewards

Image courtesy: Berkeley cs294-112

J(π) = !τ∼π[∑
t

rt] = ∫ dτπ(τ)R(τ) τ = {(s1, a1), (s2, a2), …}



Markov Chain Monte Carlo

❖ Metropolis-Hastings algorithm

A(s → s′�) = min [1, W(s)
W(s′�) ⋅ π(s → s′�)

π(s → s′�) ]

s’s



MCMC

Configuration Space / Action x State Space

state

action (single spin flip)π(a |s)



MCMC

Rejected!

Configuration Space / Action x State Space



MCMC

Configuration Space / Action x State Space

Rejected
Underlying Physical 
Distribution



MCMC

Configuration Space / Action x State Space

Sequence of actions



Square Ice Model

E = ϵ E = 2ϵ

Ice rule

E = 0

Defects



Square Ice Model
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Ice State

Topical Review R1293

Figure 10. Long and short loops formed by the Newman and Barkema algorithm [54, 55] on a
square ice lattice. Vertices are represented by points where lattice lines cross. Each vertex has two
spins pointing in and two spins pointing out; however, for clarity, only spins which are included in
the loops are shown. Starting vertices are indicated by large black dots. On the left is an example
of a long loop, which is completed when it encounters its own starting vertex. On the right is a
short loop, which is complete when it crosses itself at any point. Dark grey lines outline completed
loops. The excluded tail of the short loop is shown in light grey.

larger loops are possible. When used with the pyrochlore lattice (figure 1), such a loop must
pass through two spins on each tetrahedron. A loop always ‘enters’ a tetrahedron through an
inward pointing spin and ‘leaves’ a tetrahedron through an outward pointing spin. The periodic
boundary conditions of the lattice may also be traversed with no adverse consequences. If we
form a closed loop in this manner, and each spin is reversed on it, the entire system stays in
an ice rule state. However, small dipole–dipole energy gains or losses may be incurred due
to configurational differences between the old and the new ice rule state. These small energy
changes caused by the loop moves are evaluated via a Metropolis algorithm within the Monte
Carlo simulation. Specifically, a loop move that takes the system from one ice rule state to
another one of lower energy is automatically accepted, while a loop move that takes the system
to a higher energy ice rule state (with energy difference δE between the two states) is accepted
with exp[−δE/(kBT )] > rnd, where rnd is a random number taken from a uniform distribution
between 0 and 1 [54, 55].

Before using them in a full-scale Monte Carlo simulation, the long and short loop
algorithms were subjected to a variety of characterizing tests on the three-dimensional
pyrochlore lattice [57]. The first test is a study of the relative speed (measured by CPU
time) of the algorithms for different sized lattices. As reported in [57], it is found that the
small loop algorithm creates loops that approach a finite size limit as the system size increases.
The long loop algorithm continues creating larger and larger loops, that scale approximately
linearly with the number of spins in the simulation cell. This forces the algorithm to become
drastically slower for the larger system sizes considered.

Second, tests were carried out to investigate how the two different loop algorithms handle
defects that break the ice rules on a tetrahedron. As we know, above the ‘spin ice peak’ in the

R. G. Melko, Master Thesis 
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States reachable  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Loop Algorithm
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Loop Algorithm



a1 a2 aT-2

sT

aT-1

s1 s2 s3 sT-1

p(s2 |s1, a1)

π(a1 |s1)

(a)

(b)

sTs1

p(s1 →sT)

π(a2 |s2)

p(s3 |s2, a2)

Markov Chain

Markov Decision Process

MDP+Policy=MC



Exploration vs Exploitation
❖ Exploitation: Make the best decision given current 

information

❖ Exploration: Gather more information

❖ The best long-term strategy may involve short-term sacrifices

❖ Gather enough information to make the best overall 
decisions

❖ How to assign rewards (candies) to achieve a balance 
between the two? 



Assigning Rewards

❖ Starting from an ice configuration, if you can generate 
an ice configuration, I will give you a candy. 



Assigning Rewards

❖ Ok, I also want you to flip as many spins as possible. 

❖ Reward: r = configuration change density when 
accepted, otherwise r = 0



https://www.alexirpan.com/2018/02/14/rl-hard.html



Other Failed Attempts

❖ Teach machine to generate ice configurations (GAN): 
Failed, discrete underlying distribution

❖ Teach machine what is a loop and mimic the loop 
generation (transfer learning): Failed, not a local object

❖ Leave breadcrumbs along the way… 



Lessens learned

❖ Easy for human/program to check for ice rule violation. 

❖ Let the agent generate some update pattern and decide 
when to apply the update to the spin configurations.

❖ Check if the new configuration satisfies the ice rule. 

❖ Give rewards accordingly.



Ice Game: Interaction

4

Agent

s0 s1 s2 sT-1 sT

Initial
State

Final
State

a0 a1 a2 aT-2 aT-1 aupdate

Goal

Failure

rg

rs

FIG. 4: The architecture of agent-environment interface. From an initial random ice state, the agent keeps
executing actions on the environment and receiving corresponding rewards until the agent decides to make an
update and finishes the episode. In the final configuration, only the spins altered by the agent are depicted.

MDP states in this interface can be distinguished from
local and global observations. The global observation Og

is the 2D configuration changes between initial ice state
s0 and current state st; local observation Ol is defined as
a vector containing neighboring spins, ratio of configura-
tion di↵erences.

• Global observation: Og = st � s0 = Ct

• Local observation: Ol = [�i,�C]

The �C in local observation indicates the fraction of
configuration changes. A state in MDP is a composite of
local and global observations, s = [Ol, Og].

The actions that the agent can execute on the environ-
ment are designed in the way of anticipated string-like
clusters. The action space contains two kinds of opera-
tions:

• Select a neighboring spin and flip, aflip,i

• Propose an update, aupdate.

In each step, the agent locates in one spin and execute
an action from the action space. For example, the action
aflip,i indicates flipping a neighboring spin �i where i 2
[1, 6]. Then, the agent moves to the site of �i. It is
worth noting that all six neighbors are available in our RL
framework, while in the conventional long-loop algorithm
only two of them are able to be selected. That is to
say, we design the actions in a less restrictive way and
allow the agent itself to learn the e↵ective trajectory by
exploring the physical model.

On the other hand, the action aupdate provides the flex-
ibility for the agent to terminate the cluster at any step.
After su�cient exploration of the physical environment,
the agent tends to perform aupdate only when the cluster
satisfies the long-loop condition.
The objective of reinforcement learning is maximiz-

ing the cumulative rewards. In our application, however,
discovering new algorithms or searching update patterns
hidden in the environment is not an optimization prob-
lem. So, the reward function only serves as the guiding
principal showing the agent whether the new state is ice
state or not. The restricted environment itself would be
the main reason that versatile policies emerge during the
training process [29].
In the square ice model, the extension of string-like

cluster can be regarded as migration of topological de-
fect, and all the configurations with single roaming defect
pair form another degenerate manifold of states which is
higher in energy than the ice manifold. Therefore, we
design the sparse reward function as a step function:

rT (s, a) =

⇢
rg = 1, if episode ends up with ice states
rf = 0, if episode ends up with defects

(6)

Once the action aupdate is executed, the episode will
be terminated and the agent will receive the reward rT .
This encourages the agent to perform aupdate only when
the environment is in a defect-vacuum state and thus
generate a closed loop in each episode.

rs

rg
∼ O(N− 1)stepwise reward:

Agent

s0 s1 s2 sT-1 sT

Initial
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Final
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a0 a1 a2 aT-2 aT-1 aupdate

Goal

Failure

rg
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Ice Game: Action
1 flip σ0

2 flip σ1

3 flip σ2

4 flip σ3

5 flip σ4

6 flip σ5

7 update

Walking
on Canvas

Spin Configuration

Canvas

Agent Trajectory

update

Actions

πalgo = [0,0,0,0, 1
2 , 1

2 ,0]

σ0

σ1

σ2 σ3

σ4

σ5



Ice Game: Observations

❖ Local observations 
Ol = {σi , ∆E, ∆C},  
σi : neighboring spins  
∆E: energy change  
∆C: configuration change

❖ Global observations 
Og = St - S0 = Ct  
Ct : trajectory 

❖ State s=[Ol, Og] 

time
an espisode

ΔE, ΔC



Ice Game: Architecture

Local Observation 
(feedforward network)

Global Observation 
(convolutional network)

action

value



Learning Mechanism

❖ Deep Q-neural network (DQN)

❖ Atari, Alpha-Go, Fault-tolerant quantum computation 

❖ Policy gradient (A3C)

❖ Locomotion, Starcraft II

❖ Directly optimize 

❖ Off-policy training

πθ(a |s)



Training Process





Learned Policy



Learned Policy



State-Value Function
❖ (A) Local minimum 

when endpoints are 
separated apart. 

❖ (B) Local maximum 
when two ends move 
close to each other. 

❖ (C) Closed loop 
emergences.  
The value function 
shows clear jump and 
large reward is 
expected. 

Value: Future reward that an agent would receive by taking an action in a particular state



Physics Learned

❖ To propose a move, the machine has to 

❖ learn the ice-rule constraint 

❖ build a cluster without creating additional defects

❖ learn to distinguish between open and closed loops



Inference

❖ Use the trained policy to generate configurations in MCMC
❖ NN Policy: local observations only
❖ CNN Policy: local+global observations
❖ Efficiency= updated/visited

Statistics of Loop

Example: L = 16

Network Acceptance E�ciency Loop Size
Algorithm 96.2% 33 ⇠ 96 % 4 ⇠ 480

(96)
NN Policy 94.1% 24 ⇠ 81 % 4 ⇠ 436

(51)
CNN Policy 96.2% 31 ⇠ 90 % 4 ⇠ 518

(239)

E�ciency = updated/visted

Kai-Wen Zhao, Yin-Jer Kao (NTU) RLLoop June 14, 2018 52 / 79

L=16



Loop distribution

KL div. ~0.09

KL div. ~0.07



Markov Property
Same initial state and site

(a)

(b)

(c)

Loop Algorithm

NN Policy

CNN Policy

Loop Algorithm

CNN Policy

Random start 



Structure Factors

Loop Algo. NN Policy CNN Policy

S(q) = ⟨σqσ− q⟩, σ(q) = ∑
r

sre− iq⋅r,



Structure Factors

❖ NN and CNN 
policies generate 
stronger 
correlations at M 
point

❖ Sampling is 
biased

� M X
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Caveats

❖ Can not prove/show detailed balance. 

❖ Unable to obtain the reverse transition probability. 

❖ The algorithm is ergodic in space, not in phase space.



Hybrid Algorithm
❖ Mix-in with other update 

schemes

❖ Loop algorithm

❖ Generative models

❖ Policy-Guided Monte 
Carlo (on-policy)

❖ Parametrize the policy 
with an invertible neural 
networkG. Torlai and R. G. Melko, Phys. Rev. B 94, 165134 (2016)  

L. Huang and L. Wang, Phys. Rev. B 95, 035105 (2017)  
L. Wang, Phys. Rev. E 96, 051301 (2017)  
T. Bojesen, Phys. Rev. E 98, 063303 (2018)





Summary
❖ Build an interface between machine and physical model based 

on Markov decision process. 

❖ Loop-like update pattern emerges due to the ice rule.

❖ Both the ice rule (local) and closed-loop condition (global) are 
learned. 

❖ From policy distribution, we can observe how the agent makes 
decisions.

❖ Not yet a legitimate MC update. Mixed-in with other algorithm 
necessary.



We just invented an ice machine…



WGAN

Defect Density = 0.05 (~200 sites) Defect Density = 0

WGAN Ice State


